
Yet the errors do not come from the art but from
those who practice the art. — Preface, Principia

Mathematica, First Edition

Isaac Newton, Trinity College, Cambridge, 8th May, 1686.

2
COMPUTER ARITHMETIC

2.1 INTRODUCTION

In this chapter we examine how numbers are represented on com puters, how operations are per-
formed on these numbers, and how errors arise. We will also ex amine the condition of problems and
the stability of algorithms.

The numbers we use in everyday life come in many forms. Here ar e some of them :

• My height is 5' 10” or 1.779m

• The temperature is 68 ◦F or 20◦C

• My position is 53 ◦ N, 6◦ W.

• The time is 20:45:03 or 8:45:03pm, BST. Or 19:45:03 GMT.

• The speed of light is approximately 3 × 108 meters per second.

• The date is 5/ 9/ 2003. Or is it 9/ 5/ 2003?

• This chapter is being written on a computer with a Pentium III Xeon processor, manufactured
using a 0.18� process, has 28 million transistors, with an L2 cache, on a 10 6mm 2 die, and has a
clock speed of 800MHz, and an FSB speed of 133MHz. It has 640MB ram, and 154GB hard disk
space.

• 1st of potatoes cost 1s 4d (or 1=4) in 1950. Thomas's Calculus and Analytical Geometry cost
59/= in 1963.

These examples show the incredible mixture of units, scales , bases, and abbreviations that are in use. 1

1Why can't everything be in euros?
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2.2. Mathematical Number Systems Chapter 2. Computer Arith metic

2.2 MATHEMATICAL NUMBER SYSTEMS

2.2.1 The Hierarchy of Numbers

C

R
Q
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A T

Figure 2.1 : The Number Hierarchy

2.3 THE INTEGERS

At the heart of all number systems is the set of Natural Numbers , denoted by

N = {1,2,3, . . .}. (2.1)

The set of Integers is denoted by

Z = { . . . ,−3,−2,−1,0,1,2,3, . . .}. (2.2)

The most important arithmetical operations performed on th e integers are addition , subtraction , and
multiplication , along with some other operations which we will de�ne later. We note that the integers
Z are closed under these three operations. That is, if m ,n ∈ Z then k = m ⋄n ∈ Z, where ⋄ ∈ {+,−,×}.
In general the number k = m =n = m

n is a fraction which is not in Z.

2.3.1 Elementary Divisibility Properties

De�nition 2.1 (d divides n ). The expression d |n means there is an integer k such that n = d k and
d -n means that d |n is false.

Note that m |n 6= m =n . Recall that m =n represents the fraction m
n . The expression d |n is a statement

and may be read in any of the following ways:

• d divides n .

• d is a divisor of n .

• d is a factor of n .

• n is a multiple of d .

The theory of numbers depends heavily on the following eleme ntary theorem :

c
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Theorem 2.1 (The Division Algorithm) . If d and m are integers and d 6= 0 then there exist unique
integers q and r satisfying the two conditions :

m = dq + r and 0 ≤ r < |d |.

The integer q is called the quotient and the integer r is called the remainder of the division of m by d .

2.3.2 Floor, Ceiling, Div, & Mod Functions

Although these are functions on the integers Z they can be extended to the reals R. The following
notation was introduced by the ibm mathematician and computer scientist Kenneth R. Iverson :

For any x ∈ R

1. The function Floor (x ), denoted by ⌊x ⌋, is the largest integer ≤ x .

2. The function Ceil (x ), denoted by ⌈x ⌉, is the smallest integer ≥ x .

Properties of ⌊x ⌋ and ⌈x ⌉. For any two real numbers x and y we have :

1. ⌊x ⌋ = ⌈x ⌉ ⇒ x is an integer.

2. ⌈x ⌉ = ⌊x ⌋ + 1 ⇒ x is not an integer.

3. ⌊−x ⌋ = −⌈x ⌉.

4. x − 1 < ⌊x ⌋ ≤ x ≤ ⌈x ⌉ < x + 1.

The following two functions are related to the q and r of Theorem 2.1 above:

For any two numbers x ,y ∈ R

1. Div (x ,y ) denoted by x ÷ y is the integer part of x=y . Thus x ÷ y = ⌊x=y ⌋ = q.

2. Mod (x ,y ) denoted by x mod y is the remainder part of x=y . Thus x mod y = x=y − ⌊x=y ⌋ = r .

Properties of d i v and mod . For any two real numbers x and y we have :

1. x mod y = x=y − ⌊x=y ⌋ = r .

2. 0≤
x

y
−

�
x

y

�
=

x mod y

y
< 1.

3. x ÷ 1 and x mod 1 are the integer and fraction parts of x .

4. x = ⌊x ⌋ + (x mod 1 ).

5. (x ÷ y ) × y + (x mod y ) = x , y 6= 0.

6. x is odd if x mod 2 = 1 and x is even if x mod 2 = 0.

7. x mod 0 = x .

c
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2.3.3 Greatest Common Denominator and Euclid's Algorithm

One of the oldest algorithms is Euclid's method ( 500 bc ) for �nding the greatest common divisor (gcd )
of two integers m and n : the largest integer that divides both m and n exactly. Here is Knuth's verbal
version of the algorithm

“Replace the larger number by the difference of the two numbe rs until both are equal;
then the answer is this common value.”

For example GCD (26,65) gives the sequence {26,65} → {26,39} → {26,13} → {13,13}, and GCD(26,65) =
13.

Here is a more formal version :

algorithm Euclid (m ,n )

while m > 0 do
t := m
m := m mod n
n := t

endwhile
return n

endalg Euclid

A very elegant recursive version of Euclid is as follows :

algorithm EuclidR (m ,n )

if n = 0 then
return m

else
return EuclidR(n ,m mod n )

endalg EuclidR

Here is an example using the recursive version :

k 1 2 3 4 5 6 7 8
m 261 333 261 72 45 27 18 9
n 333 261 72 45 27 18 9 0

This returns the answer GCD(261,333) = 9. Notice that the �rst iteration simply reverses the order o f
m and n so that m > n for the remaining iterations.

Problem 2.1. How fast is Euclid's algorithm? That is, how many iterations or recursive function calls
does it make for a given pair (m ,n )? Assumem is uniformly distributed in the range 1 ≤ m ≤ n .

c
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Properties of gcd (m ,n ) Given two integers m , and n > 0 we have the following :

1. gcd (m ,0) = m .

2. gcd (m ,n ) =gcd (n ,m ).

3. gcd (m ,n ) =gcd (n ,m −qn ), for any integer q.

4. If gcd (m ,n ) = 1, then m and n are called relatively prime.

2.3.4 Least Common Multiple

The least common multiple of two positive integers m and n , denoted by lcm (m ,n ), is the small-
est positive integer that is divisible by both m and n . For example , lcm (264,328) = 10824. We have
10824=264= 41 and 10824=328= 33.

Properties of lcm (m ,n ) Given two positive integers m and n we have the following :

1. gcd (m ,n )×lcm (m ,n ) = mn .

2. lcm (m ,n ) = mn , if and only if gcd (n ,m ) = 1.

The �rst property allows us to calculate lcm (m ,n ) asmn =gcd (n ,m ) = mn ÷ gcd (m ,n )

2.3.5 Prime Numbers

We now consider brie�y the most-studied numbers in Z.

De�nition 2.2 (Prime Number) . An integer p > 1 is a prime number if its only divisors are 1 and p .
An integer q > 1 that is not prime is called composite.

As we will see, the primes are the building blocks of all other integers. Before we get to the main
theorem of this section, we need the following theorem :

Theorem 2.2 (Composite Numbers) . If p is prime and p -ab , then p -a or p -b. By extension we have :
if p is prime and p -a 1a 2 � � �a n , then p -a k , for some k, where1 ≤ k ≤ n.

Theorem 2.3 (The Fundamental Theorem of Arithmetic) . Every positive integer n can be written as a
product of primes, and this expression is unique (up to order ). That is, for every positive N ∈ Z

N = p1p2 � � �p i � � �pk , where each pi is prime . (2.3)

For example, 13842900720= 24 × 32 × 5× 11× 191× 9151. Here are two more examples. The integer
123456789012345678901234567890123456789= 32 �73�101�137�3541�3607�3803�27961�1676321�5964848081

c
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is composite, while the integer

(101031 − 1)
9

= 11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111111111111

11111111111111111111111111111111111111111111111111111111111111111111111

is prime.

Theorem 2.4 (Composite Numbers) . If n is composite then it has at least one prime factor that is l ess
than

p
n.

For example 119,009 = 11 × 31 × 349 and
p

119,009 = 344.9768. . . shows that we may have prime
factors above and below

p
n

How Many Primes?

Euclid showed that there are in�nitely many primes. We know t hat half the integers are not prime. De-
�ne � (x ) to be the number of primes less than or equal to x . Table 2.1show how the number of primes
increases. Up to 2004, the count of the number of primes was � (4 � 1022) = 783964159847056303858.2

So, just 2% of the integers up to 4 � 1022 are prime.

Table 2.1: Number of Primes

x 100 200 300 400 500 600 700 800 900 1000
� (x ) 25 46 62 78 95 109 125 139 154 168

Gauss conjectured and J. Hadamard and C.J de la Vallee-Poussin independently proved in 1894 the
following theorem.

Theorem 2.5 (Prime Number Theorem) . The function � (x ) behaves as follows:

lim
x →∞

� (x )
x=log x

= 1, which implies lim
x →∞

� (x )
x

= lim
x →∞

1

log x
= 0,

that is , the percentage of primes approaches 0.

2This count took 10 months on a 350MHz Pentium II.

c
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Comment. Before we leave the the integers and their arithmetical prop erties we must point out
that these ideas are important even though we will be concent rating on calculations with computer
Real or Floating Point Numbers. Matlab , despite the fact that it is based on a single data type, the
double-precision �oating point matrix, has all the integer functions ( div, mod , etc.) built into it. 3

There is a more mundane reason for studying integer arithmet ic : if you do not understand integer
arithmetic you are highly unlikely to understand �oating-p oint arithmetic.

2.4 RATIONAL NUMBERS

These are numbers of the form r = p=q, where p and q are integers, and q 6= 0. Thus a number that
can be expressed as theratio of two integers is rational. The formal de�nition of the rati onals is

Q = {p=q : p ,q ∈ Z, q 6= 0}. (2.4)

Notice that Z ⊂ Q because we can write any integer k as the rational pk =p .

2.4.1 Representation of Rationals

We have been assuming that a �nite integer N has a �nite decimal expansion (representation)

N = (d n d n −1 . . .d 0)10 =
n∑

i =0

d i × 10i = d n × 10n + d n −1 × 10n −1 + � � � + d 0 × 100. (2.5)

Rationals either have a �nite decimal expansion or an in�nit e expansion which has a non-recurring
part called the pre-period and a recurring part called the period. For example,

45

89
= 0.50561797752808988764044943820224719101123595|505617977. . .

has pre-period of length 0 and period of length 44.

We see that a rational can be represented as a pair of integers (p ,q ) = p=q or as a decimal expansion.
An alternative to these representations is the continued fraction expansion 45=89 = [0;1,1,44], or

45

89
= 0+

1

1+
1

1+
1

44

Notice that continued fraction expansion 45 =89 = [0;1,1,44] is much more succinct than the decimal
expansion.

The rational 54767 =66192 has the decimal expansion

−0.8273|
960599468213681411650954798162919990331157843848199178148416727096930142615

421803239062122310853275320280396422528402223833695914914189025864152767706

067198452985255015711868503746676335508822818467488518249939569736524051244

863427604544355813391346386270244138264442832970751752477640802513898| (294 digits)

960599. . .

3Matlab 7 now has single precision �oating point numbers, and 6 different int eger types. About time!

c
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This fraction has a pre-period of length 4, while the period h as length 294. It can be shown (see Rosen,
pg 350) that the lengths of the pre-period and the period depe nd on the denominator only.

The continued fraction expansion of 54767 =66192 is [0;1,4,1,3,1,5,2,5,1,3,1,5], or

54767

66192
= 0+

1

4+
1

1+
1

3+
1

1+
1

5+
1

2+
1

5+
1

1+
1

3+
1

1+
1

5

See Section2.7 for more on continued fractions.

2.5 IRRATIONAL NUMBERS

A number that cannot be expressed as the ratio of two integers is called irrational . For example,
p

2,
� , and e, are irrational. While it is easy to show that

p
2 is irrational, it is dif�cult to show that � and e

are irrational, i.e., there is no algorithmic procedure to s how irrationality.

2.5.1 Algebraic Integers and Numbers

An algebraic integer is a zero of a monic polynomial with integer coef�cients :

a 0 + a 1x + a 2x 2 + � � � + a n −1x n −1 + x n .

This polynomial is monic because the coef�cient of x n is 1. The number
p

2 is an algebraic integer
because it is a zero of the monic polynomial −2+ x 2, where a 0 = −2, a 1 = 0, and a 2 = 1.

C.F.Gauss(1777–1855) showed that monic polynomials have zeros that a re either integer or irrational,
but not rational. For example, 3 / 7 cannot be a zero of such a polynomial. 4

4To see this suppose, to the contrary, that x = p =q is a zero of a monic polynomial. Then we have

a 0 + a 1
p

q
+ a 2

p 2

q 2
+ � � � + a n −1

p n −1

q n −1
+

p n

q n
= 0.

Multiplying across by q n −1 and re-arranging we get

−
p n

q
= a 0q n −1 + a 1pq n −2 + a 2p 2q n −3 + � � � + a n −1p n −1.

The left-hand side is a proper fraction in its lowest terms because q does not divide p . However, the right-hand side is an
integer because p , q, and the coef�cients a 0,a 1, . . . ,a n −1 are, by de�nition, integers. Hence, a rational number p =q cannot
be a zero of a monic polynomial with integer coef�cients.

c
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An algebraic number is a zero of a polynomial with rational coef�cients :

a 0 + a 1x + a 2x 2 + � � � + a n −1x n −1 + a n x n .

Algebraic integers (all a k integer and a n = 1) and algebraic numbers (some a k rational) are general-
izations of integers and rationals.

Example 2.1 (Algebraic Integers) . Let us construct some algebraic integers using Maple . The com-
mand >solve(1+4*x+4*x^2+x^3=0); gives the answer

p3(x ) = 1+ 4x + 4x 2 + x 3 has the zeros x = −
p

5+ 3

2
, x =

p
5− 3

2
, x = −1.

These zeros are algebraic integers.

Using the commands >solve(omega^3=1); solve(omega^4=1); we get

p3(! ) = ! 3 − 1 has the zeros ! 3 =
p

3i − 1

2
, ! 3 = −

p
3i + 1

2
, ! 3 = 1,

p4(! ) = ! 4 − 1 has the zeros ! 4 = i , ! 4 = −1, ! 4 = −i , ! 4 = 1.

The zeros of pn (! ) = ! n − 1 are ! n = np
1 = e

2k � i
n = cos

2k �

n
+ i sin

2k �

n
, k = 0,1,2, . . . ,n − 1,

and are called the n roots of unity . These are algebraic integers because a 0 is 1 in each case.

Thus we see that algebraic integers can be integer, irration al, and complex.

Example 2.2 (Algebraic Numbers) . The zeros of the following polynomials are algebraic numbers
because at least one of the coef�cients is not an integer :

x 2 +
2

3
x + 1 = 0 has the zeros x1 = −

2

3
(
p

2i + 1), x2 =
2

3
(
p

2i − 1).

x 3 − 11=10= 0 has the zeros x1 = 3

Ç
11

10

�p
3i − 1

2

�

, x2 = 3

Ç
11

10

�p
3i + 1

2

�

, x3 = 3

Ç
11

10
,

Note that the algebraic numbers {x1,x2,x3} = 3
p

11=10{! 1, ! 2, ! 3}, where {! 1, ! 2, ! 3} are algebraic

integers. Hence 3
p

11=10 is an algebraic number. It has the continued fraction expa nsion

3
p

11=10 = [1;30,1,46,4,1,1,770,3,4,8,4,87,1,1,7,1,15,1,2,1,2,6,6,13,1,11, . . .].

2.6 TRANSCENDENTAL NUMBERS

These are numbers that are not algebraic, i.e., they are not t he zeros of polynomials that have integer
or rational coef�cients. The numbers � and e are transcendental. This means, for example, that no
set of rational coef�cients {a 0,a 1, . . . ,a n } satis�es the equation

a 0 + a 1� + a 2� 2 + � � � + a n � n = 0.

Proving that a number is transcendental is usually very dif� cult, as the many failed attempts on �
have shown.

c
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2.6.1 Rational Approximations to Irrational and Transcend ental Numbers

A transcendental number x is not rational and cannot have a �nite decimal or base −b expansion.
This forces us to use a rational approximation to x which can be represented as a decimal expansion.

Here is a 1000-digit rational approximation to � : �̂ = N � =D � , where D � = 10103 and

N � =

3141592653589793238462643383279502884197169399375105820974944592307816406286208998628034825342117067

9821480865132823066470938446095505822317253594081284811174502841027019385211055596446229489549303819

6442881097566593344612847564823378678316527120190914564856692346034861045432664821339360726024914127

3724587006606315588174881520920962829254091715364367892590360011330530548820466521384146951941511609

4330572703657595919530921861173819326117931051185480744623799627495673518857527248912279381830119491

2983367336244065664308602139494639522473719070217986094370277053921717629317675238467481846766940513

2000568127145263560827785771342757789609173637178721468440901224953430146549585371050792279689258923

5420199561121290219608640344181598136297747713099605187072113499999983729780499510597317328160963185

9502445945534690830264252230825334468503526193118817101000313783875288658753320838142061717766914730

3598253490428755468731159562863882353787593751957781857780532171226806613001927876611195909216420198

These digits are in fact the �rst 1000 (correct) digits of the decimal expansion of � . Hence the rational
approximation is accurate to 1000 digits.

There are many ways of generating rational approximations t o irrational and transcendental num-
bers. Newton's method for

p
N is one such method.

snew ← (sold + N =sold )=2.

With N = 3 and sold = 3=2 = 1.75000000 we get

snew = (3=2+ 3=(3=2))=2 =
97

56
= 1.732142857142857

snew = (97=56+ 3=(97=56))=2 =
18817

10864
= 1.732050810014728

snew = (18817=10864) + 3=(18817=10864))=2 =
708158977

408855776
= 1.732050807568877

Thus we see that Newton's method is generating a sequence of i ncreasingly-accurate rational approx-
imations to the irrational number

p
3. Also, the Newton iteration function must, of necessity, g ive

rational numbers at each iteration. Hence it never can conve rge to
p

3. After 10 iterations we get the
rational approximation

p
3 ≈

131081732524639257263029684778781519606823938779762272955953002674777886915618467507978140924466713499653991209332471638471950804459698303648792577

75680073558942998051938864505913119483609300954880808364006749884322706987890825328299050423513353505200456572868750199442585646054154587503218176

The decimal expansion of this fraction is accurate to about 2 50 decimal digits.

c
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2.7 CONTINUED FRACTIONS

Theorem 2.6 (Continued Fraction of a Rational) . The continued fraction expansion of any rational
number q ∈ Q is unique and �nite. The continued fraction expansion of any irrational number is
in�nite.

We note, in passing, that the three transcendental numbers e, � , and 
 have the following continued
fraction expansions :

e = [2;1,2,1,1,4,1,1,6,1,1,8,1,1,10,1,1,12,1,1,14,1,1,16,1,1,18,1,1,20, . . .],

� = [3;7,15,1,292,1,1,1,2,1,3,1,14,2,1,1,2,2,2,2,1,84,2,1,1,15,3,13,1, . . .],


 = [0;1,1,2,1,2,1,4,3,13,5,1,1,8,1,2,4,1,1,40,1,11,3,7,1,7,1,1,5,1,49, . . .].

This seems to suggest that e, because of the pattern in its continued fraction expansion , is, in some
sense, simpler than � and 
 .

2.8 NUMBER SYSTEMS

Number systems presumably arose from the need to count, repr esent, or record collections of objects,
e.g., 20 sheep, 2 horses, `you owe me £20'. Many older number s ystems were very awkward, even for
counting. Just writing down a large number required a great d eal of experience and thought (what is
1536 in Roman numerals?). Doing arithmetic in these number s ystems was next to impossible (what
is xxxiv × mcclxi ? ).

Numbers and arithmetic are so important that it is hard to ima gine life without them, despite the fact
that the `average-man-in-the-street' cannot calculate 1

7 + 1
8 .

2.8.1 Primitive Number Systems

One, Two, Three, Many

Humans, and indeed animals, seem to have an innate or genetic ability to count and do simple arith-
metic with a small number of objects. According to Hauser (20 00), Karen Wynn of Yale University
performed experiments with �ve-month-old human infants wh ich suggest that the infants can count
or recognize 1, 2, or 3 objects, and can compute 1 obj + 1 obj = 2 obj, 2 obj - 1 obj = 1 obj.

Hauser did experiments with rhesus monkeys on the Puerto Ric an island of Cayo Santiago and found
that they could compute 1 + 1 = 2, 1+ 2 = 3, 2− 1 = 1, and 3 − 1 = 2. They failed to understand that
2+ 2 = 4. There seems to be an upper limit of 3 and the size of any set gr eater than 3 is classi�ed as
`many'.

This upper limit of 3 appears elsewhere : numbering the parts of a technical book or paper should not
be done below the sub-section or third level. For example, th ese notes are numbered as Chap.Sec.SubSec
so that 3.4.2 means the 2nd subsection in the 4th section of th e 3rd chapter. Numbering at a lower
level is pointless and possibly annoying to the reader.

A similar annoyance occurs in TV news where the `anchor-pers on' talks to a reporter in the �eld who
in turn hands over to a `spokes-person' of organisation `X' w ho is interviewing a client of organisation
`X'. At this stage the original story is forgotten and you can not remember whether you started off

c
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looking at the Nine O'Clock News or a Clint Eastwood �lm. It se ems that our `memory stack' 5 is
limited to a depth of 3.

The Tally System

The Tally is the most primitive number system used for counting. This s ystem is used mainly by
wrongly-convicted prisoners in Hollywood movies who count the passing days, weeks, etc., by scratches
on a dirty plastered wall. Thus each element of the set to be co unted is represented by a single mark
or tally

The New Shorter Oxford English Dictionary gives the following de�nitions for the word tally :

1. A squared wooden stick or rod, scored across with notches r epresenting the amount of a debt
or payment and then split lengthways across the notches into two halves (one retained by each
party) the correspondence of which constituted legal proof of the debt etc.; spec. such a stick or
rod given by the Exchequer as a receipt for a tax paid, a loan to the sovereign, etc. LME.

2. A mark (orig. the notch of a tally) or set of marks represent ing a �xed quantity of things deliv-
ered, received, counted, etc. E18.

Thus the numbers 5 and 8 are represented by

5 = ||||| and 8 = ||||||||.

Addition is trivial : 5 + 8 = 13 is obtained by concatenating the tally strings for 5 and as shown below.

||||| + |||||||| = |||||||||||||.

Subtraction a −b is easy if a ≥ b, but impossible otherwise. Multiplication can be done by du plication
and concatenation. How about division? See Section 2.13 on the dangers of tally sticks.

The Roman System

This system is somewhat similar to the tally system. It uses t he following set of roman numerals for
the numbers shown.

Table 2.2: Roman Numerals

1 2 3 4 5 6 7 8 9 10 20 30 50 100 500 1000
I II III IV V VI VII VIII IX X XX XXX L C D M

It combines these numerals in a semi-logical way to represen t other numbers. Here are some exam-
ples:

39 = XXXIX, 40= XL, 49 = XLIX, 60 = LX , 1945= MDCDXLV, 2003 = MMIII.

Without going into the rules of Roman numeral formation, we n ote that it is dif�cult to recognize
these numerals, let alone do arithmetic with them. Perhaps t his is why the only people who use the
Roman system today are movie-makers and the BBC (for the date at the end of the credits).

5See any book on Algorithms & Data Structures for a de�nition of `stack'.
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Negative Numbers and Zero

Many ancient number systems had no provision for negative nu mbers or the special number 0 — the
`signi�cant nothing'. These concepts simply did not exist.

Bankers and accountants have never been fully at ease with ne gative numbers and the “ −” sign.
Bankers 25 years ago had the quaint habit of typing negative n umbers as red-coloured unsigned num-
bers — hence the phrase `in the red'. Their typewriters neede d two-colour typewriter ribbons and
woe-betide the secretary who put a new ribbon in upside-down . Accountants, even today, denote
negative numbers by putting brackets around unsigned numbe rs so that they get expressions such
as 23+ (44) = (21). Accountants who have taken an elementary course in Lisp pro gramming have
been known to write expressions such as (((23) + 56+ ((5) + 7))) + (77+ (65))), but only for their own
amusement. Those who draw up balance sheets dispense with al l this colour-and-bracket nonsense
by separating the positive and negative numbers and then put ting them into two different columns.
This means they never have to waste time learning subtractio n. Those who use subtraction do not
call it that – they use the word `deduction' instead, as in `de duct 24 from 18 and move the result into
the right-hand column.'

The concept of zero causes dif�culty, even today. For exampl e, the proponents and opponents of a
�at or single-rate income tax system persistently ignore the implicit rate 0 when arguing the pro s and
cons of such a system. The Irish Revenue Commissioners also d o this in their `explanatory' lea�ets.
Expressions such as (0 − 7) cause immense dif�culties for philosophically-inclined p eople who ask
`how can you take something from nothing?'

2.8.2 Positional Number Systems

The positional number system comes to us, they say, from Meso potamia (Iraq) through India through
Arabia to Europe (1200-1300 AD). The decimal system we use to day has gone through many re�ne-
ments since then.

The decimal number 42623 is an example of a positional number

42023= 4× 104 + 2× 103 + 0× 102 + 2× 101 + 3× 100.

The number system is called positional because the digit 2 ab ove stands for 2000 = 2 × 103 in the
second position and 20 = 2× 101 in the fourth position (counting from left to right).

Integer Number Representation

Generally, an integer N ∈ Z can be represented by a sequence of digits (d n d n −1 . . .d 1d 0), where d i ∈ S,
and S= {s0,s1, . . . ,sb−1} is a �nite set of symbols whose size |S| = b is called the base of the system.

The base-10 or decimal number system uses 10 symbols : S= {0,1, . . . ,9}, and an integer number N is
represented as follows :

N = (d n d n −1 . . .d 0)10

=
n∑

i =0

d i × 10i

= d n × 10n + d n −1 × 10n −1 + � � � + d 0 × 100.

c
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The Mayans used a base 20 system, the Babylonians a base 60 (still in use today for counting time and
angles), and computers use base 2 for the internal represent ation of integers.

Theorem 2.7 (Integer Representation) . If b is an integer greater than 1, then every positive integer N
can be written uniquely in the form

N = (d n d n −1 . . .d 0)b = d n ×bn + d n −1 ×bn −1 + � � � + d 0 ×b0 =
n∑

k =0

d k b k , (2.6)

where each dk ∈ {0,1,2, . . . ,b − 1} =S, k = 0,1, . . . ,n.

The expression N = (d n d n −1 . . .d 0)b is called the base b expansionof the integer N . Thus the theorem
says that very integer N has a unique base b expansion. We should note that the number of digits
needed to represent N is n = ⌊logb N ⌋ + 1. For example, 99967110 requires n = ⌊log10 999671⌋ + 1 =
⌊5.99985709. . .⌋ + 1 = 5+ 1 = 6 decimal digits.

Real Number Representation

The positional number systems can be extended to represent n umbers with fractional parts. If a real
number x has an integer part k and a fractional part f , then we represent k using Theorem 2.4 and
we use the following theorem to represent f :

Theorem 2.8 (Fraction Representation) . A real number f with 0 ≤ f < 1 can be uniquely represented
as

f = (0.d 1d 2d 3 . . .)b =
∞∑

k =1

d k

b k
, (2.7)

where b > 1 is an integer and 0 ≤ d k ≤ b − 1, for k = 1,2, . . . ,provided that for every positive integer N
there is an integer n with n ≥ N and d n 6= b − 1.

The representation x = (0.d 1d 2d 3 . . .)b is called the base b expansion of f . Note that the upper limit of
the sum is ∞. This is because even simple fractions may not have �nite bas e-b expansions. We have,
for example, 1

3 = (0.3333. . .)10 = (.252525. . .)8 = (0.01010. . .)2 = (0.1)3.

We can now represent the real number x by combining its integer-part representation with its frac tional-
part representation. We use negative subscripts on the digi ts in the fractional representation to dis-
tinguish them from those in the integer representation :

x = (d n d n −1 . . .d 1d 0d −1d −2 . . .)b
= d n ×bn + � � � + d 1 ×b1 + d 0 ×b0 + d −1 ×b−1 + d −2 ×b−2 � � �

=
n∑

k =0

d k b k +
∞∑

k =1

d −k b−k (2.8)

=
n∑

k =−∞

d k b k , (2.9)

where the the �rst sum is the integer part of x , i.e., ⌊x ⌋ and the second sum is the fractional part of x .

The standard way of writing such numbers is to put a (decimal) point between the integer and the
fractional parts of the number, i.e., between the digits d 0 and d −1. The numbers n and m are obtained
by counting the number of digits before the decimal point ( n ), and the number after the decimal point
(m ).
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Decimal 10 100 1000 3 7 15 255

Binary 1010 1100100 1111101000 11 111 1111 11111111

Decimal 1
3 = 0.333. . . 1

5 = 0.2 1
10 = 0.1

Binary 0.01010101. . . 0.0010011001100. . . 0.00010011001100. . .

For example, 342.5710 = 3× 102 + 4× 101 + 2× 100 + 5× 10−1 + 7× 10−2.

baseb expansion using the following recursive de�nitions : calcu late

The Binary Representation of Numbers

The Binary number system uses the symbols S = {0,1} and b = 2. The binary representation of any
number N is

N = (bn bn −1 � � �b0 .b−1b−2 � � � )2 =
n∑

k =−∞

bk 2k

= bn × 2n + � � � +b0 × 20 +b−1 × 2−1 + +b−2 × 2−2 � � � .

Example 2.3. Binary and Decimal Numbers

The binary number N = (1001101)2 in expanded form is

N = 1× 26 + 0× 25 + 0× 24 + 1× 23 + 1× 22 + 0× 21 + 1× 20

= 64+ 0+ 0+ 8+ 4+ 0+ 1= (77)10

The fractional binary number N = (1001.101)2 in expanded form is

N = 1× 23 + 0× 22 + 0× 21 + 1× 20 + 1× 2−1 + 0× 2−2 + 1× 2−3

= 8+ 0+ 0+ 1+ 0.5+ 0+ 0.125

= (9.625)10.

Here are some some binary expansions that are worth remember ing.

This example shows that most simple fractions do not have ter minating binary expansions and so
cannot be represented exactly with a �nite number of bits. Th is should not be surprising because we
are using a �nite binary representation. Hence the fraction 1=k is exactly representable if and only if
k = 2m , where 1 ≤ m ≤ p , where p is the precision and depends on the number of bits used to store
the number. If the fraction 1 =k is exactly representable in binary then we must have

1

k
= (0.b1 b2b3 . . . bp )2 =

b1

21 +
b2

22 +
b3

23 + � � � +
bp

2p =
1

2p

p∑

i =1

b i 2
p −i

Base Conversion Algorithms

Internally, all computations are performed in binary arith metic. However, externally numbers are
(usually) in decimal form. Hence we need to be able to convert numbers in one base to the equivalent
number in another base. We will concentrate here on base 10 to base 2 conversion and vice versa.
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Let the integer N = (bn bn −1 � � �b1b0)2 be a base 2 number and let N = (d n d n −1 � � �d 1d 0)10 be its deci-
mal equivalent. We know from Theorem 2.2 that

N =
n∑

i =0

b i 2i =
m∑

i =0

d i 10i , m < n .

To calculate the decimal value of a binary number we simply ev aluate the polynomial
∑n

i =0b i 2i in
decimal arithmetic. To do this we use Horner's method as give n in Chapter 4, page 4.24. The algorithm
below is given the number N as an array of n + 1 binary digits b [0],b [1], . . . ,b [n ] and returns an array
d [0],d [1], . . . ,d [n ].

algorithm Bin2Dec(b,n ,d )

d [n ] := b [n ]
for k := n − 1 downto 0 do

d [k ] := b [k ] + 2× d [k + 1]
endfor

endalg Bin2Dec

We claim that d [0] is the decimal value of N .

Example 2.4. Let us �nd the decimal equivalent of N = (1101)2 using algorithm BinDec.

d [3] = b [3] = 1

d [2] = b [2] + 2 � d [3] = 1+ 2 � 1 = 3

d [1] = b [1] + 2 � d [2] = 0+ 2 � 3 = 6

d [0] = b [0] + 2 � d [1] = 1+ 2 � 6 = 13

Thus N = (1101)2 = (13)10 = d [0].

To calculate the binary value of a decimal number is slightly more dif�cult.

algorithm Dec2Bin(d ,n ,b )

v [0] := N = d [0..n ]
b [0] := v [0] mod 2
k := 0
while v [k ] 6= 0 do

v [k ] := (v [k − 1] −b [k − 1])=2
b [k ] := v [k ] mod 2
k := k + 1

endfor
endalg Dec2Bin

Example 2.5. Let us �nd the binary equivalent of N = (187)10 using algorithm Dec2Bin.

Thus N = (187)10 = (10111011)2 = b [7..0].
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2.8.3 Arithmetic on Positional Numbers

Addition

Subtraction

Multiplication

Division

TO BE COMPLETED

2.8.4 Other Number Systems

Continued Fractions & Euclid's Algorithm

A continued fraction representation of a number N is N = [a 0;a 1,a 2 . . . ,a n ], or

N = a 0 +
1

a 1 +
1

a 2 +
1

a 3 + � � �
1

a n

We can �nd the continued fraction representation of a ration al number N = m =n by using Euclid's
algorithm. For example, let N = 62=23. Then Euclid's algorithm produces...

TO BE COMPLETED

Mixed Base Systems

Note that there is a different base, bk , for each digit d k . For example, the time is

T = (d : h : m : s) = (3 : 15 : 23 : 45)

Factorial

N =
n∑

k =0

d k k !

This is called the Cantor Expansion of N .

Balanced Ternary System

This is a base-3 representation using the symbols S = {−1,0,+1}. To avoid confusion we will follow
Knuth (Vol. 3, page 190) and use S= {1̄,0,1}.

c
 Derek O'Connor, September 27, 2006 17



2.8. Number Systems Chapter 2. Computer Arithmetic

Here are some examples from Knuth

8 = 101̄

32
5

9
= 111̄0.1̄1̄

−32
5

9
= 1̄1̄10.11

1=2 = 0.1111. . .

One of the �rst computers designed and built in the (former) S oviet Union used this system.

c
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2.9 COMPUTER NUMBER SYSTEMS

Computer number systems, especially �oating point, have be en the apparent source of many seri-
ous errors. Some of these errors have led to the loss of life wh ile others have led to the loss of large
amounts of money.

2.9.1 A Standard Computer Model

Throughout these notes we will need to refer to various parts of the computer. We will use the stan-
dard model described below to de�ne various technical terms .����������	
� ��
������������� �������
�����

Figure 2.2 : Standard Computer Model

A Computer has the following parts :

1. The bus6 is the channel that carries all communications signals (ins tructions and data) between
the other parts of the computer.

2. The CPU controls and executes all instructions to all parts of the co mputer.

3. The main memory stores all instructions being executed and the data being us ed by running
programs.

4. secondary storage , in the form of hard disks, CDROMS, etc., is where data and pro grams are
permanently stored. The contents of this storage remain aft er the computer is switched off,
unlike main memory which needs to be refreshed every so often to retain its contents.

5. I / O Devices are pieces of equipment ( keyboards, screens, modems, etc.) that allow the com-
puter to communicate with the outside world.

The Central Processing Unit or CPU is the heart (brain?) of any computer and comprises 3 ma in
parts :

1. The control unit , which fetchesinstructions from memory, decodesthem, and then executes
them.

2. The arithmetic & logic unit executes arithmetic operations such as +, ∗, etc., and logical oper-
ations such as < ?,=?,and, or, not .

3. A set of fast-access storageregisters which contain current instructions and data.

6The word bus is a contraction of the word busbar which is used by electrical power engineers to denote a heavy copp er
bar which is used to connect various pieces of electrical equipment at the same voltage
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Computer Memory

The memory architecture of modern computers has become more complicated as CPU speeds in-
crease faster than main memory and bus speeds. Today a typica l CPU runs at about 2.5GHz (0.4
nano-seconds per cycle or clock tic) with bus speed of about 5 00MHz (2 nano-seconds per cycle or
clock tic). If the CPU must obtain data and instructions from main memory then most of its speed
(clock tics) will be idle while waiting to obtain data. An on- chip cache of memory running at CPU
speed helps alleviate this somewhat.

Secondary Storage

Hard Disks
CDROMS
Floopy Disks

Main Memory

L2 Cache

L1 Cache

Registers

����������	�
��	���	
���

����������	�����

on chip

volatile

Figure 2.3 : Memory Hierarchy

Bits, Bytes, and Words

The main memory of a computer is a connected set of 2-state dev ices, each of which is in one of two
states : ON/ OFF, or 0/ 1, or Y/ N. Each device stores the smallest unit of information possi ble: the bit
or bi nary digi t whose value is either 1 or 0. (A one-state device contains no i nformation. why? ).

A set of 8 adjacent bits is called a byte . A byte can be in one of 2 8 = 256 states, as shown below.

A byte is the smallest directly-addressable or randomly-ac cessible unit of memory. Once a byte has
been located the bits in it may be examined, but not until then .

Bytes are further grouped into adjacent 4-byte or 32-bit words called singles and adjacent 8-byte or
64-bit words called doubles.

Computers, for reasons of economy and reliability, store in formation in two-state devices , i.e., de-
vices that are either on or off. For this reason computers use the binary number system to represent
and operate on numbers. Non-numerical characters are �rst t ransformed (encoded) into numbers
and then represented in binary.
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2.9.2 Computer Integers

We may view computer memory as a set of addressable boxes call ed word s each of which is w bits
wide. Hence any word can have one of 2 w different bit patterns or bit strings .

000 � � � 000 000 � � � 001 000 � � � 010 � � � 111 � � � 101 111 � � � 110 111 � � � 111

2w different bit patterns

Integer Representations

Before we can actually store integers in a word we have to choo se an encoding that maps the 2 w bit
patterns to a subset of the integers. For example, if w = 3 we could have the following encodings :

Table 2.3: Binary Encodings

1 2 3 4 5 6 7 8

bits 000 001 010 011 100 101 110 111

E1 0 1 2 3 4 5 6 7

E2 + 0 + 1 + 2 + 3 -0 -1 -2 -3

E3 0 + 1 + 2 + 3 -4 -3 -2 -1

E4 0 1/ 8 1/ 4 3/ 8 1/ 2 5/ 8 3/ 4 7/ 8

It should be clear form the example above that we may represen t any type of number in a w -bit word.
All we need is the appropriate encoding.

Unsigned Integer Representation

This is the encoding E1 above. The range is [0. . . (2w − 1)]. Rarely implemented in hardware.

Signed Magnitude Integer Representation

The �rst bit is used to store the sign, while the remaining w − 1 bits store the magnitude. This is
the encoding E2 above. Notice that there are two representations of zero. Th e magnitudes are in the
range [0. . . (2w −1 − 1)] , half E1. Rarely implemented in hardware.

Two's Complement Integer Representation

This is the encoding E3 above. The numbers [0. . . (2w −1−1)] are the same asE2 but a negative number
−x , where x is in the range [0. . .2w ] is stored as the positive integer 2 w − x , which then has a value in
the range [2w −1 . . . 2w ].

Most processors use Two's Complement because no special har dware is needed for subtraction.

TO BE COMPLETED
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From now on : All Integers are in Two's Complement

The Range and Distribution of Integers

The two's complement integers stored in a word w bits wide have 2 w integers in the range

−2w −1 ≤ i ≤ +2w −1 − 1.

There are two standard word sizes in use on most computers : th e 32-bit single word and the 64-bit
double word. Integers stored in these words have the ranges :

single : − 231 = −2,147,483,648≈ −109.3 ≤ x ≤ 231 − 1 = 2,147,483,647≈ +109.3

double : − 263 = −9,223,372,036,854,775,808≈ −1019 ≤ x ≤ 263 − 1 = 9,223,372,036,854,775,807≈ 1019

These integers are distributed uniformly across this range .

Integer Operations

When typing in or writing out decimal integers Input / Output Conversions must be performed. In-
putting numbers requires a decimal → binary conversion. Outputting numbers requires a binary
→ decimal conversion. The conversion functions Dec2Bin (�) and Bin2Dec (�) should obey the rule
Bin2Dec (Dec2Bin (x )) = x , but some (many?) compilers and systems do not get this right .

Integer addition , subtraction , and multiplication give correct results as long as the result is in the
range of integers. If the result of an arithmetic operation i s an integer outside this range then an
integer over�ow occurs. The reaction of computer to an integer over�ow depen ds on the machine-
compiler system used. For example, if the result of an integer calculation is x = (2w −1 − 1) + 1, then
some systems will silently set x = −2w −1 and continue, some will give a warning , and some will give
a fatal error .

Integer division x ÷y gives an integer z = ⌊x=y ⌋ and an integer remainder r = x −y z. If x and y 6= 0 are
in range then no over�ow can occur. Division is more complica ted than the other three arithmetic
operations and requires guessesto �nd the next digit in the result (as in the paper-and-penci l long
division method). To help the processor, designers include on the chip a look-up table similar to the
old paper multiplication and division tables.

Intel got into trouble in 1994 with its 80586 or Pentium I proc essor. In essence, they put a bad division
table on the chip and it gave incorrect results for certain va lues of x and y . Here is part of Intel's
admission of guilt :

1. On certain input data, the Floating Point Divide Instruct ions on the Pentium T M processor pro-
duce inaccurate results

5. The degree of the inaccuracy of the result delivered depen ds upon the input data and upon the
instruction involved.

On the divide instruction, the worst case inaccuracy occurs in the 12th bit position to the right of
the binary point of the signi�cand of the result, or in the 4th signi�cant decimal digit. Statistical
measurements using over a trillion test points 7indicate that the inaccuracy is equally likely to
manifest itself in bit positions 12 through 52 to the right of the binary point. The likelihood
of encountering an inaccuracy in any one bit position is then 1 in every 360 billion randomly fed
divides [emphasis added].

7A trillion = 1012 test points leaves 1019 − 1012 = 9,999,999,000,000,000,000 untested if we are using double precision.
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6. The cause of the problem traces itself to a few missing entr ies in a lookup table used in the
hardware implementation [of the ] algorithm for the divide operation. Since this divide opera -
tion is used by the Divide, Remaindering, and certain Transc endental Instructions, an inaccuracy
introduced in the operation manifests itself as an inaccura cy in the results generated by these
instructions.

* Legal Information c
1999 Intel Corporation

The emphasized statement in (5) above is highly misleading. See IBM analysis in the Chapter Notes

2.9.3 Computer Rationals

Most Computer Algebra systems have rational arithmetic whi ch is exact, within certain limits. PariGP
has a very good, fast, high precision rational number system . Such systems have a high cost in terms
of memory and time because the size of rational variables in a sequence of rational operations in-
creases with the number of operations. For example

1

1000
+

1

1001
+

1

1002
+

1

1003
+

1

1004
+

1

1005
=

16875946320967

2819681181317000

shows how p and q can grow.

Rational Representation

A rational number in the form x = p=q is in fact pair of integers x = (p ,q ). These may be represented
by a double integer word.

There are other representations, such as packing , but we will not discuss them. Our aim here is to get
a general idea about the differences between integer and rat ional arithmetic.

Rational Arithmetic

p1=q1 ± p2=q2 =
p1q2 ± p2q1

q1q2
or [p3, q3] = [p1q2 ± p2q1, q1q2]

p1=q1 × p2=q2 =
p1p2

q1q2
or [p3, q3] = [p1p2, q1q2]

p1=q1 ÷ p2=q2 =
p1q2

p2q1
or [p3, q3] = [p1q2, p2q1]

We can see that computer rationals are expensive in space and time : each rational requires twice the
space of an integer; rational addition requires 3 multiplic ations and 1 addition which is 4 times the
cost of integer addition; rational multiplication and divi sion is twice that for integers.

In addition to these standard arithmetic operations we need a reduction operator that reduces any
x = p=q to its lowest terms, i.e., removes any factors that are commo n to p and q. This is necessary if
we are to avoid huge p s and q s that can result from a long sequence of calculations.

Rational numbers and arithmetic must be implemented in soft ware because space must be dynami-
cally allocated for p and q as they grow during calculations. This requires lots of spac e and CPU cy-
cles. Computer algebra systems (CAS) such as Maple and Maxima automatically use rational arith-
metic on numbers that occur in the form p=q.
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2.9.4 Computer Interval Arithmetic

Each number x is represented by the pair [u ,u ], where u ≤ x ≤ u . There is quite a lot of interest in
this representation because we can get rigourous bounds on a calculation in the presence of rounding
error. There are good packages for interval arithmetic in Matlab , Fortran, and C. There are even
suggestions for a hardware implementation. The Matlab toolbox IntLab by S. Rump is particularly
good.8

The set of intervals over R is denoted by IR = {[u ,u ] : u ,u ∈ R,u ≤ u }.

Interval Arithmetic

Let ⋄ be any of the the operations {+.−,×,=}. Then the general interval operation w = u ⋄v can be
developed using the following table. This table gives all th e possible combinations of end-points for

⋄ v v

u u ⋄v u ⋄v

u u ⋄v u ⋄v

the operation ⋄ . Thus we get the following general formula for u ⋄v :

w = u ⋄v = [min {u ⋄v ,u ⋄v ,u ⋄v , u ⋄v }, max{u ⋄v ,u ⋄v ,u ⋄v ,u ⋄v }]. (2.10)

These simplify to

u + v = [u + v , u + v ],

u − v = [u − v , u − v ],

u × v = [min {u v ,u v ,u v , u v }, max{u v ,u v ,u v , u v }],

1=u = [1=u , 1=u ] if u > 0 or u < 0,

u =v = u × 1=v.

Notice that multiplication is quite complicated and that re ciprocation, 1 =u , is not de�ned when the
interval u contains 0.

Laws of Interval Arithmetic

Some of the laws of ordinary arithmetic do not work in interva l arithmetic. Given the intervals u , v ,
w we have

u + v = v + u Commutative,

u + (v + w ) = (u + v ) + w Associative,

u × v = v × u Commutative,

u × (v × w ) = (u × v ) × w Associative,

u × (v + w ) 6= u × v + u × w Non-Distributive,

u × (v + w ) ⊆ u × v + u × w Sub-Distributive,

u − u 6= 0.

8http://www.ti3.tu­harburg.de/~rump/intlab/
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The last property is surprising but consider u = [−1,1]. Then u −u = [u −u ,u −u ] = [−1−1,1+1] =
[−2,2] 6= 0. Notice that this interval contains 0. This is just one of th e many `anomalies' of interval
arithmetic.

Theorem 2.9 (Fundamental Theorem of Interval Analysis) . If a function f (w 1,w 2, . . . ,w n ) is an ex-
pression comprising the intervals w 1,w 2, . . . ,w n and the operations +, −, ×, ÷, and if

u 1 ⊆ w 1,u 2 ⊆ w 2, . . . ,u n ⊆ w n then f (u 1,u 2, . . . ,u n ) ⊆ f (w 1,w 2, . . . ,w n ) (2.11)

c
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2.10 COMPUTER REALS OR FLOATING POINT NUMBERS

We now move from Integers to the representation of Computer R eals, i.e, numbers that can have a
fractional part.

It is important to realize at the outset that because of �nite memory, computer numbers have �nite
precision. For the same reason computer numbers have �nite range . We cannot hope to represent
(store) all real numbers, even if they lie in a limited range. Likewise we cannot represent irrational
numbers. This �niteness immediately raises two dif�cultie s :

1. How do we represent much-used numbers such as
p

2 and � ?

2. How do we represent the wide range of numbers used in scienc e? For example, Avogadro's
Number is 6.022169× 1023 mol −1, while Plank's Constant is 6.6260775× 10−34 J.s. A glance at
Table 2.3, page 7, of Abramowitz & Stegun's Handbook of Mathematical Functions shows that
the physical constants in SI 9 units have the following powers of 10 :

{−34,−31,−27,−26,−24,−16,−15,−13,−12,−11,−8,−4,−2,0,2,4,7,8,11,23}.

How many digits of precision are needed?

This is too vague a question to be answered properly. However , consider the following :

• The IEEE double precision �oating point number system used b y Matlab and most com-
pilers and numerical software systems has about 10 20 numbers ranging in magnitude from
10−308 to 10308. Each number has about 16 decimal digits precision.

• The calculation of � to great accuracy has had a mathematical import that goes far beyond
the dictates of utility. It requires a mere 39 digits of � in order to compute the circumference
of a circle of radius 2 × 1025 meters (an upper bound on the distance travelled by a particl e
moving at the speed of light for 20 billion years, and as such a n upper bound on the radius
of the universe) with an error of less than 10 −12 meters (a lower bound for the radius of
a hydrogen atom). Such a calculation was in principle possib le for Archimedes, who was
the �rst person to develop methods capable of generating arb itrarily many digits of � . He
considered circumscribed and inscribed regular n −gons in a circle of radius 1. Using n = 96
he obtained

3.1405=
6336

2017.25
< � <

14688

4673.5
= 3.1428.

J. M. Borwein and P. B. Borwein, SIAM Review, Vol. 26, No. 3, 19 84.

• Chemists, to avoid using large numbers, such as Avogadro's n umber NA = 6.022137× 1023,
use a unit called the mole(mol), which is the number of atoms in a reference mass. A mole
is de�ned as

One mole is the number of atoms in 12g of the isotope Carbon-12 ( 12C)

The mass of a 12C atom has been measured at 1.992648 × 10−23g/ atom. Hence, the num-
ber of atoms in 1 mole is 12 =1.992648× 10−23 = 6.022137× 1023, Avogadro's number NA.
Today's best experimental value of 6.02214199 × 1023 mol −1 atoms per mol (obtained from
NIST web site) is the best average for measurements using the best methods available. The
experiments are often very dif�cult to carry out. That the nu mber today has 8 signi�cant
�gures is a testament to the quality of modern experimental m ethods.

9Systeme International , or International System of Units
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Let us assume that a sugar cube is 2 ×2×2 cm3 and has about 1024 ≈ NA atoms. This means

that there are about
3
p

1024 = 108 atoms along one 2cm edge of the cube. The IEEE double
precision �oating point number system has about 10 16 numbers in the interval [1,2], much
more �ne-grained that the atomic structure of matter.

2.10.1 Floating Point Number Systems

This is a system that is similar to the scienti�c notation , i.e., x = ±s ×b e (e.g., −0.3662× 10−3).

We saw in Section 2.7 that any real number x can be represented by a base-b expansion

x = (d n d n −1 . . .d 1d 0d −1d −2 . . .)b
= d n ×bn + � � � + d 1 ×b1 + d 0 ×b0 + d −1 ×b−1 + d −2 ×b−2 � � �

=
n∑

k =0

d k b k +
∞∑

k =1

d −k b−k

=
n∑

k =−∞

d k b k ,

All �oating point number systems represent a real number x as

� (x ) = ± s ×b e = ±
� s1

b1
+

s2

b2
+ � � � +

sp

bp

�
×b e = ±(s1s2 . . .sp )b ×b e, (2.12)

where b is called the base, s is called the signi�cand , e is called the exponent , and p is the precision ,
the number of digits in the signi�cand ( s1s2 . . .sp ).

We may re-write ( 2.12) as

� (x ) =
�
s1bp −1 + s2bp −2 � � �sp −1b1 + sp

�
×

b e

bp = s ×
b e

bp =
u

v
,

where u and v are integers because s, b e , and bp are integers. Thus

A �oating point number � (x ) is a �nite rational approximation to x .

Each digit si of the signi�cand is in the range 0 ≤ si ≤ b − 1. If s1 6= 0 then the number is called nor-
malized . The exponent must lie in the range emin ≤ e ≤ emax. Both the signi�cand and the exponent
are represented as integers.

The number 0.0 is represented as � (0.0) = (00. . . 0)b ×b0.

This is a subnormal number because s1 = 0.

We denote a �oating point number system by F(b,p ,emin ,emax), which is characterized by 4 parame-
ters :

Storage of Floating Point Numbers

A �oating point number has a sign, a signi�cand, and an expone nt (whose sign is not explicitly writ-
ten). Thus the number x = (±,s,e) has three parts and these are packed into a w -bit word as shown.
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Table 2.4: Floating Point Parameters

Base Precision Min Exponent Max Exponent

b p emin , emax,

The sign occupies 1 bit, the signi�cand p bits, and the exponent w − p − 1 bits. The base b is not
stored because it is assumed that all numbers and operations on them use the same base b.

The exponent is adjusted or biased so that it is never negativ e. This simpli�es the comparison of
exponents. The actual (unbiased) exponent is needed for inp ut and output only. Both the exponent
and signi�cand are stored as two's complement integers

Table 2.5: Floating Point Word

1 w − p − 1 p

± Exp onent Signi�cand

The Range of FP Numbers

The magnitudes of the �oating point numbers have the range

.min (s) ×b emin ≤ |x | ≤ .max(s) ×b emax

Now, if x is normalized then,

.min (s) = .(10. . . 0)b = b−1 and

.max(s) = .((b − 1)(b − 1) . . . (b − 1))b = (1−b−p ).

Hence the range of the �oating point numbers is

b emin −1 ≤ |x | ≤ (1−b−p )b emax .

The Distribution of FP Numbers

The distribution of the �oating point numbers is not uniform and it is important to understand why
this is so.

Example 2.6 (Three digit decimal system) . Consider the �oating point system with F(b,p ,emin ,emax) =
F(10,3,0,4). This has a range

b emin −1 ≤ |x | ≤ (1−b−p )b emax = 10−1 ≤ |x | ≤ (1− 10−4)104 = 0.1≤ |x | ≤ 9999

For a given exponent e there are bp −1(b − 1) = 102(10 − 1) = 900 normalized numbers uniformly
distributed between 0.100 × 10e and 0.999× 10e . The spacing between these numbers is

(0.999− 0.100) × 10e=(900− 1) = 0.001× 10e = 10e−3.

Hence, the spacings for for e = 0,1,2,3,4 are� x = 1=1000,1=100,1=10,1,10.
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-bemin bemin0 bemax-bemax

NormalizedNormalized

Denormals

Figure 2.4 : Floating Point Number Range

We can see that, in general, when the exponent is small the spa cing between �oating point numbers
is small, and when it is large the spacing is large.

The density of �oating point numbers is highest around 0 and lowest at eit her end of the range, i.e.,
±b emax . For any given exponent e we have a �xed number of FP numbers between b e and b e+1. This
is bp and so the density is bp =b e = bp −e.

Machine Epsilon

The spacing between any pair of adjacent normalized numbers can be de�ned in terms of the spacing
about 1.0. This spacing is called machine epsilon , """ m , and is de�ned as the distance between 1.0 and
the next higher �oating point number.

� (1.0) = .(10. . . 00)b ×b1,

� (1.0+ """ m ) = .(10. . . 01)b ×b1.

Hence
""" m = .(00. . . 1)b ×b1 = b−p ×b1 = b1−p .

The spacing between 1.0 and the �oating point number just bel ow it is

.(10. . . 0)b ×b1 − .((b − 1)(b − 1) . . . (b − 1))b ×b0 = b−p =
""" m

b
.

The spacing about any �oating point number is given by the fol lowing lemma (see Higham, 1996, pg.
41) :

Lemma 2.1 (Floating Point Spacing) . The spacing between a normalized �oating point number x and
an adjacent normalized number is at least b −1 """ m |x | and at most """ m |x | (unless x or its neighbour is 0).

This lemma clearly shows that the spacing between adjacent � oating point numbers varies with the
magnitude of x . Thus the minimum spacing is b emin −p and the maximum spacing is b emax−p .

Note. The change from the smaller to the larger spacing occurs whe n x = b e , and � (x ) = .(100� � � 0) ×
b e, i.e. where the exponent changes from e to e + 1. This is called an exponent boundary . Note that
at an exponent boundary we have the three consecutive �oatin g point numbers . ((b −1)(b −1) � � � (b −
1))×b e−1, .(10� � � 00)×b e , .(10� � � 01)×b e The numbers between the �oating point number x0 = .s×b e

and .s ×b e+1 are uniformly distributed according to the formula

xk = x0 + kx 0 """ m , k = 1,2, . . . ,bp −1(b − 1), """ m = b1−p .
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x

b-1em|x| em|x|

Figure 2.5 : Adjacent Floating Point Numbers with x = b e

It must be remembered that there are a �nite number of �oating point numbers and that there are
gaps ( both large and small) between these numbers. For examp le no �oating point numbers ex-
ist between the numbers 2120.0 and 2130.0 in the simple �oati ng point system F(b,p ,emin ,emax) =
F(10,3,0,4). Programs and programmers that do not recognize these gaps a re doomed to fall into
them.

Exercise 2.1. Assuming the �oating point system F(b,p ,emin ,emax) = F(10,4,−8,+8), what is wrong
with the following Matlab statement

if (abs(x-y) < 0.0000001) . . .

How could the statement be corrected?

Rounding

Floating point numbers have a �nite precision. Hence most ra tionals and reals cannot be represented
exactly, even if they are within the range of the FP number sys tem.

For example, the number x = 221.4922= 0.2214922× 103 cannot be represented in F(10,4,−8,+8)
becausex has a 7-digit signi�cand. To store this number the signi�can d must be reduced to 4 digits.
This simplest way to do this is to chop off the last 3 digits and store the number x̂ = 0.2214× 103,
which is representable. The alternative to chopping is rounding the number up or down to the near-
est �oating point number. Thus x would be stored as x̂ = 0.2215× 103. We denote the chopped or
rounded number as

x̂ = � (x ) ,

which means that x is rounded by the operation � (x ) , and its value is x̂ .

Storing a number in �oating point form introduces a rounding error because some digits are dis-
carded. If � x is the rounding error, then

� (x ) = x + � x ,

where � x may be negative, zero, or positive (if chopping is used this e rror is negative or zero).

What is the maximum magnitude of this error? Consider the sys tem F(10,4,−8,+8). If we have the
number x = +(0.12344999. . .) × 10e then � (x ) = +(0.1234) × 10e and � x = −(0.00004999. . .) × 10e. We
can see that the error depends on the exponent e. A more useful measure of this error is the relative
rounding error

� x =
|x − � (x ) |

|x |
.
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The maximum relative roundoff error is derived as follows :

x = 0.(s1s2 . . .sp sp +1 . . .)b ×b e.

� (x ) = 0.(s1s2 . . .sp )b ×b e,

|x − � (x ) | = 0.(0 0 . . . 0sp +1 . . .)b ×b e,

= 0.(sp +1 . . .)b ×b e−p ,

≤ 0.((b − 1)(b − 1) � � � )b ×b e−p ,

= b e−p .

The relative error is

|x − � (x ) |
|x |

=
b e−p

0.(s1s2 . . .sp sp +1 . . .)b ×b e ,

=
b−p

0.(s1s2 . . .sp sp +1 . . .)b
.

This expression achieves it maximum when the (normalized) d enominator is a minimum, i.e., when
|x | = 0.(100. . . 0)b = b−1. Hence,

|x − � (x ) |
|x |

=
b−p

b−1 = b1−p = """ m .

We call this relative error the unit roundoff and denote it by u , where

u =

(
b1−p = """ m using chopping,

1
2b1−p = 1

2 """ m using rounding.
(2.13)

Notice that the error in �oating point numbers ( in the absenc e of under- or over-�ow) is determined
by the base b and the number of signi�cand digits p . We now have

Theorem 2.10 (Rounding Error) .

� (x ) = x (1+ � x ), where |� x | < u

Machine Epsilon and Unit Roundoff

Roundoff error occurs when a number x falls between two adjacent �oating point numbers. The max-
imum distance between these two �oating point numbers is """ m |x |. Hence the maximum roundoff
error is half the distance between them, i.e.,

|x − � (x ) |
|x |

=
1

2

""" m |x |
|x |

=
1

2
""" m = u .

Thus we see that the unit roundoff error u is half machine epsilon, i.e.,

u =
""" m

2
=

1

2
b1−p

There is some confusion in the textbooks about the de�nition s of machine epsilon, """ m , and unit
roundoff, u . We use Higham's de�nitions (Higham, 1996, page 41) for """ m and u . Others (Trefethen
& Bau and Golub & Van Loan) de�ne """ m = u = b1−p =2.
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2.10.2 Floating Point Arithmetic Operations

Errors occur when performing arithmetic operations even if the operands and the operation are ex-
act. This is because the result of the operation may not be rep resentable. For example, the numbers
103.366 and 33.2977 are both representable in F (10,6,emin ,emax), but 103.366+ 33.2977= 136.6637 is
not. This number would be rounded to the nearest �oating poin t number, 136.664, giving an error of
0.0003.

In general the result of a �oating point arithmetic operatio n is

Standard FP Model
� (a⋄b ) = (a⋄b )(1+ � ),

where ⋄ is one of {+,−,∗,=} and |� | ≤ u .

This is called the Standard Model of �oating point arithmetic. The interpretation of the mode l is :
� (a⋄b ) is the result of calculating a⋄b exactly and then rounding this exact result.

Because of rounding error the standard axioms of arithmetic do not always hold. In particular, the
following example shows that the associative law does not al ways hold.

Example 2.7. Given F (10,3,−5,+5) and x = −1.00,y = 1.00, and z = 0.001,

� (� (x + y ) + z ) 6= � (x + � (y + z ) ) ,

because
� (x + y ) = � (−1.0+ 1.0) = 0.0, � (� (x + y ) + z ) = 0.001,

and
� (y + z ) = � (1.0+ 0.001) = 1.0, � (x + � (y + z ) ) = � (−1.0+ 1.0) = 0.000 .

In other words, the order in which �oating point operations a re performed is important. ƒ

Error of Addition and Subtraction

To develop the propagated error further we must look at the in dividual operations. If Eas is the error
propagated by addition or subtraction then we have

Eas = |(x ± y ) − (x̂ ± ŷ )| = |(x − x̂ ) ± (y − ŷ )|

= |(x − x (1+ � x )) ± (y − y (1+ � y ))|

= |(−x � x ) ± (−y � y )| ≤ |x � x | + |y � y |

≤ (|x | + |y |)u .

The relative error is
Eas

|x ± y |
≤

|x | + |y |
|x ± y |

u . (2.14)

This formula hides a problem, known as cancellation error , that may occur when subtracting �oating
point numbers that are close to each other.

First, it must be emphasized that subtracting nearly-equal numbers is not necessarily dangerous. To
see this consider the following example F (10,3,−,−) and the �oating point numbers x = 102 and
y = 101. These numbers are as close as can be in F(10,3,−,−). The result of subtracting these two
numbers is

� (� (x ) − � (y ) ) = � (102− 101) = � (1.00) ,

and the error is 0. This is because the numbers and the result a re representable in F(10,3,−,−).
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Relative Error of Subtraction

We now derive a general expression for the relative error of s ubtraction due to errors in the operands .
We are given x̂ = x (1+ � x ) and ŷ = y (1+ � y and we wish to �nd the relative error in x̂ − ŷ .

Es = |(x − y ) − (x̂ − ŷ )| = |(x − x (1+ � x )) − (y − y (1+ � y ))|

= |y � y − x � x |.

The relative error is

Rel(Es) =
Es

|x − y |
=

|y � y − x � x |
|x − y |

≤
|y � y | + |x � x |

|x − y |

≤ u
|x | + |y |
|x − y |

≤ 2u
max{|x |, |y |}

|x − y |

= 2u
|x |

|x − y |
, x > y.

Rel(Es) will be large if x is close to y . Indeed, for numbers with the same exponent and whose sig-
ni�cands agree to the �rst k digits this ratio is close to 2 u b k +1. This happens in F(10,3,−,−) when
x = 999.5 and y = 999.4 : we get a relative error of 2 u × (999.5=0.1) = 19990u . Note also that this
relative error involves |x | : the larger |x | is the greater the relative error.

Theorem 2.11 (Cancellation Error) . In any �oating point system F(b,t ,−,−) the relative error in � (x − y )
can be as large as b− 1. This is 100% for b = 2 and 900% for b = 10.

Proof : Let x = .(100� � � 0)×b1 and y = .((b −1)(b −1) � � � (b −1))×b0. The exact difference (x −y ) is b−p .
When performing the �oating point subtraction the digits of y are aligned with x by shifting them to
the right. Thus we get

� (x − y ) = .(100� � � 0) ×b1 − .(0 (b − 1) � � � (b − 1)) ×b1 = (00� � � 1) ×b1 = b1−p

The relative error is
|(x − y ) − � (x − y ) |

|x − y |
=

|b−p −b1−p |
b−p = |1−b | = b − 1.

We now use an example from Stewart (1998) to show that cancell ation may or may not be catastrophic .

Example 2.8 (Cancellation 1) . Consider the the sum

472635+ 27.5013− 472630= 32.5013

If we perform this calculation in F(10,6,−,−) we get

� (472635+ 27.5013− 472630) = � (� (472635+ 27.5013) − 472630)

= � (� (472662.5013) − 472630)

= � (472663− 472630)

= 33
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Comparing 32.5013 and 33.0000 we see the answer has only 2 correct digits out of 6. Where did the
errors occur? The only error that occurred was in rounding : � (472662.5013) = 472663.0000. The
subtraction operation following this error ampli�es it so t hat 4 out of 6 digits are wrong.

If we re-order the calculations we get

� (472635+ 27.5013− 472630) = � (� (472635− 472630) + 27.5013)

= � (5+ 27.5013)

= � (32.5013)

= 32.5013

Notice that we are subtracting two numbers that are closer th at the �rst case. Yet the answer is exact.
Why? There was no error (rounding or otherwise) for the subtr action operation to amplify.

Example 2.9 (Cancellation 2) . The following example graphically shows the effects of canc ellation.
The two functions

sin2 x

x 2 and
(1− cos2 x )

x 2

are mathematically identical because sin 2 x + cos2 x = 1. Also

lim
x →0

sin2 x

x 2 = 1 and lim
x →0

(1− cos2 x )
x 2 = 1.

The function sin 2 x=x 2 is essentially the straight line y = 1 in the interval [−0.0005,+0.0005] shown in
the graph below. As you can see, (1− cos2 x )=x 2 is anything but a straight line. The problem is caused
by subtracting cos 2 x which is close to 1 but has error, from 1. The subtraction oper ator ampli�es the
small error in cos 2 x .

(1 - cos(x)^2 )/x^2
sin(x)^2/x^2

-5.0e-4 -4.5e-4 -4.0e-4 -3.5e-4 -3.0e-4 -2.5e-4 -2.0e-4 -1.5e-4 -1.0e-4 -5.0e-5 0.0e+0 5.0e-5 1.0e-4 1.5e-4 2.0e-4 2.5e-4 3.0e-4 3.5e-4 4.0e-4 4.5e-4 5.0e-4

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

x

y

Figure 2.6 : Catastrophic Cancellation : sin2 x
x 2 6= (1−cos2 x )

x 2

Guard Digits

If we use an extra digit when performing subtraction, then we will reduce the relative error in the
subtraction of nearby numbers to 2 u = b1−p (see Goldberg).
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Example 2.10 (Cancellation 3) . Using an extra digit in the example above we get

� (472635+ 27.5013− 472630) = � (� (472635+ 27.5013) − 472630)

= � (� (472662.5013) − 472630)

= � (472662.5− 472630.0) [6+ 1 digits after rounding ]

= 32.5

The relative error with the extra guard digit is (32.5− 32.5013)=32.5013= −4× 10−5, whereas without
the guard digit we get (33− 32.5013)=32.5013= 1534× 10−5, which is 400 times greater.

Theorem 2.12 (Cancellation Error with Guard Digit) . In any �oating point system F(b,t ,−,−) with a
guard digit, the relative error in � (x − y ) is reduced from (b − 1) to b 1−p = 2u .

Error of Multiplication and Division

We will now derive an expression for the error of multiplicat ion an leave the division error as an exer-
cise.

Em = |(x × y ) − (x̂ × ŷ )| = |x × y − x (1+ � x ) × y (1+ � y )|

= |(x × y )(1− (1+ � x )(1+ � y ))| = |(x × y )(−� x − � y − � x � y )|

≤ |x × y ||� x + � y | ≤ |x × y |2u , dropping the � x � y term.

Hence, the relative error in multiplication is

Em

|x × y |
≤ 2u .

We note that this relative error is independent of x and y . Hence, the × operation causes no dif�culty
in general, assuming no under- or over-�ow.

Exercise 2.2. Derive a similar expression for the relative error of division .

2.10.3 Rump's Polynomial

Here is Siegfried Rump's polynomial

R(x ,y ) =
33375

100
y 6 + x 2(11x 2y 2 − y 6 − 121y 4 − 2) +

55

10
y 8 +

x

2y
,

along with this quotation from Leclerc

The Fortran program to evaluate this function at various pre cisions was compiled and executed
on a Sparc-Station SLC. The accuracy of the three precisions tested, single, double, and extended,
were 6, 14, and 35 decimal digits, respectively. The powers o n x and y were evaluated with mul-
tiplications rather than with the built-in library power fu nction in order to test only the basic
arithmetic operations. The following results were obtaine d:

single precision R(77617,33096) = 6.33825× 1029

double precision R(77617,33096) = 1.1726039400532

extended precision R(77617,33096) = 1.1726039400531786318588349045201838
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It would seem reasonable to assume that the 14 digit double pr ecision answer is correct because it
is the same as the 35 digit answer rounded to 14 digits. Howeve r, the exact answer, obtained using
rational arithmetic in Maple , is

R(77617,33096) = −
54767

66192
= −0.827396059946821.

As we can see, not only are all digits incorrect, even the sign is wrong.

Analysis. To see where the �oating point calculation has gone wrong let us divide the calculation
into three parts :

R1(x ,y ) =
33375

100
y 6 + x 2(11x 2y 2 − y 6 − 121y 4 − 2), R2(x ,y ) =

55

10
y 8, R3(x ,y ) =

x

2y
.

Using exact, rational arithmetic we get

R1(77617,33096) = −7917111340668961361101134701524942850,

R2(77617,33096) = 7917111340668961361101134701524942848,

R3(77617,33096) =
77617

66192
,

and R(77617,33096) = −2+
77617

66192
= −

54767

66192
(2.15)

We can see that R1 and R2 are 37-digit numbers of opposite signs and differ only by 2. T his should
warn us that catastrophic cancellation may occur when we use approximate, �oating-point arith-
metic.

Repeating these calculations using Matlab's 15-16 digit IEEE double precision arithmetic we get

R1(77617.0,33096.0) = −7.917111340668963× 1036

R2(77617.0,33096.0) = 7.917111340668962× 1036

R3(77617.0,33096.0) = 1.172603940053179.

This gives

R(77617.0,33096.0) = −1.0× 1021 + 1.172603940053179

= −1.0× 1021 (2.16)

Notice that catastrophic cancellation has indeed occurred in ( 2.16). The term −2 in (2.15) has become
−1.0×1021 in ( 2.16). This is because R1 and R2 have incorrect digits in the last (16th) place. This error,
about 10−16, is then multiplied by 10 36 and gives −1.0×1021. The �nal answer is completely dominated
by this error.

Lesson : Increasing precision does not necessarily give more accura te answers.
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2.11 IEEE ARITHMETIC

The IEEE (Institute of Electrical and Electronic Engineers ) standard 745 was published in 1985. It
de�nes very carefully a binary �oating point arithmetic sys tem. In the 50's, 60's and 70's computer
manufacturers developed their own �oating point systems. F or example, the IBM 360 / 370 series of
machines used b = 16 while CDC and others used b = 2. The result was that the same program
behaved differently on different machines and so had to be re -written for each machine

The IEEE standard is both a hardware and a software standard t hat speci�es how hardware and soft-
ware combine to perform correct (standard) arithmetic on st andard �oating point numbers. Ironi-
cally most microcomputers adhere to this standard while som e mainframe computers do not. The
�rst processor to implement the standard was the Intel 8087. This was a �oating point co-processor
because the 8088 chip did not have �oating point operations b uilt into it and the co-processor had
to be added to the mother-board. All current processors have built-in �oating point operations that
include +,−,×,=,p, along with comparison and conversion operations.

The IEEE Standard for Binary Floating Point Arithmetic , ( ANSI/ IEEE Standard 754-1985) speci�es the
following for �oating point numbers and operations :

1. representation formats.

2. operation results.

3. rounding modes.

4. exception results.

We now consider each of these in turn.

IEEE Formats

If all base-2 �oating point numbers are stored in normalized form then the �rst bit must always be
1. If we know the �rst bit is always 1 then we do not need to store it but we do need to use it when
doing calculations. Thus in a base-2 normalized representa tion we gain an extra bit of precision by
not storing the the �rst 1 bit. This is called Hidden Bit Normalization

There are two main IEEE formats : single and double precision. These have the layouts shown in
Figure 2.7.
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

± exp onent

signi�cand

0 1 2 3 4 5 6 7 8 9 1011 12131415 16 17 18 19 2021 22232425 26 27 28 29 30 31 32 33 34 35 36 37 38 39 4041 42434445 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63

± exp onent

signi�cand

Figure 2.7 : IEEESingle & Double Floating Point Formats

Both formats use hidden bit normalization so that effective ly they have 24 and 53 bits for the signi�-
cand, respectively. This gives the following precisions an d ranges :

1. Single : u = 2−24 ≈ 5.96× 10−8, 10−38 < |x | < 10+38.

2. Double : u = 2−53 ≈ 1.11× 10−16, 10−308 < |x | < 10+308.
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Operation Results

The standard speci�es that all arithmetic operations be per formed as if they were, (1) calculated ex-
actly (in�nite precision), (2) the result normalized, and ( 3) rounded according to one of four rounding
modes. That is,

ẑ = � (x⋄y ) = round(normalize (x⋄y )).

This is achieved by performing the operation (x⋄y ) in extended precision registers. The exact result
of adding, subtracting, multiplying, or dividing two n -digit numbers is a 2 n -digit number, at most.
Machines that adhere to the IEEE standard use 80-bit registe rs for arithmetic operations. This means
that operations on single-precision numbers are straightf orward but double-precision is trickier.

Z

X Y

op

round norm

x y

Figure 2.8 : Extended Precision Registers

Rounding Modes

These are

1. Round towards +∞.

2. Round towards −∞.

3. Round towards 0.

4. Round to nearest (even for ties).

0.0

Figure 2.9 : IEEE Floating Point Rounding Mode 4

Exception Results

The standard speci�es what happens if exceptional operatio ns occur, e.g., x=0. The standard speci�es
the following :

1. Invalid Operation : NaN (not a number)

2. Over�ow : ±∞.

3. Divide by Zero : ±∞.

4. Under�ow : Sub-Normal number.
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These speci�cations make IEEE arithmetic a closed number system, i.e., every operation produces a
result that is a number in the system.

It is important to remember that everything we calculate is d iscrete and �nite. Thus when we plot a
continuous function we do not get a nice smooth continuous cu rve. We get a set of points in F × F.
We must always remember this when writing or using mathemati cal software.

0.985 0.99 0.995 1 1.005 1.01 1.015
-4

-3

-2

-1

0

1

2

3

4

5
x 10

-14

Figure 2.10 : A Floating Point Function f (x ) = (x − 1)5
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Summa ry of Computer Numb er Systems

INTEGERS

The two's complement integers stored in a word w bits wide have 2 w integers in the range

general : − 2w −1 ≤ x ≤ +2w −1 − 1

32-bit single : 2 −31 ≤ x ≤ 231 − 1

64-bit double : − 263 ≤ x ≤ 263 − 1

These integers are distributed uniformly across this range . Integer arithmetic operations are exact in
the absence of over�ow.

FLOATING POINT NUMBERS

General

x = ±.s × b e and F(b,p ,emin ,emax) is the �oating point number sytem with base b, precision p , and
exponent range [emin − emax]

• Range :b emin −1 ≤ |x | ≤ (1−b−p )b emax

• Machine Epsilon : """ m = b1−p

• Unit Roundoff : u = 1
2b1−p = 1

2 """ m

• � (x ) = x (1+ � x ), where |� x | ≤ u

IEEE Single : F (2,24,−125,128)

• Range : 1.175× 10−38 ≈ 2−126 ≤ |x | < 2128 ≈ 3.403× 1038

• Machine Epsilon : """ m = 2−23

• Unit Roundoff : u = 2−24 ≈ 6× 10−8

IEEE Double : F(2,53,−1021,1024)

• Range : 2.225× 10−308 ≈ 2−1022 ≤ |x | < 21024 ≈ 1.798× 10308

• Machine Epsilon : """ m = 2−52

• Unit Roundoff : u = 2−53 ≈ 1× 10−16

Standard FP Model
� (a⋄b ) = (a⋄b )(1+ � ),

where ⋄ is one of {+,−,∗,=} and |� | ≤ u .

Theorem 2.5 Cancellation Error In any �oating point system F(b,t ,−,−) the relative error in � (x − y )
can be as large as b− 1. This is 100% for b = 2 and 900% for b = 10.
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2.12 PERTURBATION ANALYSIS

In this section we analyze what happens to the solution of a pr oblem when the data of the problem
is changed by a small amount, i.e., the problem is perturbed . This is sometimes called sensitivity or
stability or error analysis.

2.12.1 Condition of a Problem

De�nition 2.3 (Condition) . The condition of a problem p is a measure of the change in the solution
s to a change in the problem p . More precisely, if p is changed to p + ∆p , where ∆p is small, and the
new solution is s + ∆s, then the condition of p is

max
∆p

k∆sk
k∆pk

.

A more useful de�nition is the relative condition of a problem. This is de�ned as

cond (p ) = max
∆p

k∆sk=ksk
k∆pk=kpk

. (2.17)

This is a non-negative real number which measures the relati ve change in the solution due to a rela-
tive change in the problem data. If this number is small then t he problem is well-conditioned . Other-
wise it is ill-conditioned . We should note that the condition of a problem is a property o f the problem
and does not depend on the behavior of the algorithm that solv es p . We should also note that this is
a very general (and vague) de�nition and needs to be re�ned fo r different problem-types.

f(p)

f(p')

Problem Space

Solution Space

p

p'

s
s'

Figure 2.11 : Well-Conditioned & Ill-Conditioned Problems

2.12.2 Forward and Backward Error

Suppose we wish to calculate y = f (x ), where x and y are scalars. Using some algorithm we get

ŷ = alg(x ).

We want to measure how good the answer ŷ is and so we calculate or estimate E(ŷ ) = |ŷ − y |, or

Erel (ŷ ) =
|ŷ − y |

|y |
=

|alg(x ) − f (x )|
| f (x )|

.

These are called the Forward Errors of ŷ = alg(y ). We would like a small Erel (ŷ ) and in general the
best we can get for a given FP number system is Erel (ŷ ) ≈ u , but this cannot always be achieved.
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An alternative way of viewing the quality of ŷ = alg(x ) is to ask `what is ŷ the exact answer to?' That
is, for what ∆x do we have ŷ = f (x + ∆x ). Because there may be many ∆x 's that satisfy the question,
we choose the smallest ∆x . The expression

|∆x min |
|x |,

is called the Backward Error of ŷ = alg(x ) = f (x + ∆x ).

x

x+ DDDDx

ý = f(x+ DDDDx)

y = f(x)

alg(x)

�������������
	�
�����������

Figure 2.12 : Forward and Backward Error

De�nition 2.4. Backward Stable An algorithm for computing y = f (x ) is called backward stable if,
for any x , it computes a ŷ with a small backward error, that is, ŷ = f (x + ∆x ) for some small ∆x .

In Trefethen & Bau's words

A backward-stable algorithm gives exactly the right answer to nearly the right question

Rule of Thumb (Higham) When backward error, forward error, and condition number are de�ned in
a consistent manner, we have

forward error ¯ condition number × backward error

2.12.3 The Condition of Various Problems

Example 2.11 (Function Evaluation) . Suppose we want to evaluate a given function f (x ) for any value
of x . We regard x as the problem data p and we want to see how the solution s = f (x ) changes when
x changes to x + � x . Using the de�nition in ( 2.17), the condition number for this problem is

cond ( f (x )) =
(| f (x + � x ) − f (x ))|=| f (x )|

|� x=x |
=

|x |
| f (x )|

| f (x + � x ) − f (x )|
|� x |

≈
|x f ′(x )|
| f (x )|

, (2.18)

for small � x .

Let us look at some particular functions :

1. f (x ) =
p

x has condition number 1
2 which means that calculating the square root is a well-

conditioned problem because the change in the solution is ac tually smaller than the change in
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the problem. For example

p
2.0000000 = 1.4142135||623730950488016887242097

p
2.0000001 = 1.4142135||977284336661873377512028

Here we have � x = 10−7 and f (x + � x )− f (x ) = 0.35355338617385649027×10−7 and cond (p ) ≈
0.5, and so f (x ) =

p
x is well-conditioned.

2. f (x ) = 10=(1−x 2) has condition number cond ( f (x )) = 2x 2=|1− x 2|. This problem is ill-conditioned
for values of |x | near 1. Notice that the condition number changes with x .

3. f (x ) = ex has condition number x . Is this ill or well conditioned?

Example 2.12 (Subtraction) . This example is taken from Trefethen & Bau, page 92. They view sub-
traction as a mapping f : R2 → R, where f (x1,x2) = x1 −x2. In this case the de�nition in 2.18becomes

cond ( f (x )) =
kJk

k f (x )k=kxk
, where J = g (x ) =






@f

@x1
@f

@x2




 =





1

−1



 , is the Jacobian or gradient of f .10

Using the vector in�nity-norm k(x1,x2, . . . ,xn )k∞ = max{|x1|, |x2|, . . . ,|xn |}, we get

kJk∞

k f (x )k∞=kxk∞
=


















1

−1


















∞


















x1

x2


















∞

|x1 − x2|
=

max{1,1} max{|x1|, |x2|}
|x2 − x1|

=
max{|x1|, |x2|}

|x2 − x1|

This shows that subtraction is ill-conditioned when x1 ≈ x2.

Example 2.13 (Zero-Finding) . The zeros of f (x ) = (x − 1)4 are x1 = x2 = x3 = x4 = 1. However the
slightly-perturbed function (x − 1)4 − 10−8 has zeros which satisfy (x − 1)2 = ±10−4. Hence (x − 1) =
±

p
±10−4 and we get the zeros x1 = 1+ 10−2 = 1.01, x2 = 1 − 10−2 = 0.99, x3 = 1 + 10−2i = 1 + 0.01i ,

x4 = 1 + 10−2i = 1 − 0.01i . Thus a change of 10−8 in the problem has caused a change of 10 −2 in
the solution x1 so that this problem has a condition number 10 −2=10−8 = 106. This problem is ill-
conditioned, which is well demonstrated by the r̀oot-splat ter' shown in the Figure 2.13. 11

10The gradient of f is the n −dimensional equivalent of the derivative f ′(x ).
11This �gure (and others) were generated by Demmel's polyperturb.m, a Matlab program in which the coef�cients of

the original polynomial are randomly perturbed by a small amoun t.
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0.985 0.99 0.995 1 1.005 1.01 1.015

-0.015

-0.01

-0.005

0

0.005

0.01

0.015

Black Os = roots, red dots = perturbed roots

Max relative perturbation to each coefficient = 1e-008

Figure 2.13 : Perturbed (x − 1)4

Example 2.14 (Wilkinson's Polynomial) . This is Wilkinson's famous per�dious polynomial

p20(x ) =
20∏

i =1

(x − i ) = (x − 1)(x − 2) � � � (x − 20) = 20!+ � � � + 210x 19 + x 20,

which has distinct, well-spaced zeroes at x = 1,2, . . . ,20. Nonetheless, this polynomial is ill-conditio ned.
A very small change in the coef�cient of x 19 has a dramatic effect on the zeroes, as we can see below.
Using Maple to expand the perturbed polynomial, we get

p̂20(x ) = (x − 1)(x − 2) � � � (x − 20) − 2−23x 19

= +2432902008176640000− 8752948036761600000x

+13803759753640704000x 2 − 12870931245150988800x 3

+8037811822645051776x 4 − 3599979517947607200x 5

+1206647803780373360x 6 − 311333643161390640x 7

+63030812099294896x 8 − 10142299865511450x 9

+1307535010540395x 10 − 135585182899530x 11

+11310276995381x 12 − 756111184500x 13

+40171771630x 14 − 1672280820x 15

+53327946x 16 − 1256850x 17

+20615x 18 − (210+ 2−23)x 19

+x 20

Wilkinson used 96-bit precision to calculate the zeroes of t he perturbed polynomial p̂20(x ) and found
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a considerable change :

1.000000000 10.095266145± 0.643500904i

2.000000000 11.793633881± 1.652329728i

3.000000000 13.992358137± 2.518830070i

4.000000000 16.730737466± 2.812624894i

4.999999928 19.502439400± 1.940330347i

6.000006944

6.999697234

8.007267603

8.917250249

20.846908101

The tiny perturbation has changed the 20 real zeros to 10 real and 5 complex-conjugate pairs of zeros.
It can be shown (see Trefethen & Bau, page 92) that

cond (pn (x )) =
|� x j |
|x j |

Á |� a i |
|a i |

=
|a i x

i −1
j |

|p ′(x j )|
, for coef�cients i = 0,1, . . . ,n , and zeros j = 1,2, . . . ,n .

The the zero x = 15 is the most sensitive to changes in the coef�cient a 15 ≈ 1.67× 109. The condition
number for this zero is ≈ 5.1× 1013. This is clear from the Figure 2.14.

2 4 6 8 10 12 14 16 18 20

-1

-0.8

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

1

Black Os = roots, red dots = perturbed roots

Max relative perturbation to each coefficient = 1e-014

Figure 2.14 : Zeros of Perturbed Wilkinson Polynomial

We will discuss ill-conditioning in more detail when we get t o the Linear Equations problem.

Exercise 2.3 (MS Windows Calculator) . Is it accurate? What precision does it have?
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2.13 NOTES

These are end-of-chapter notes that expand on some of the top ics discussed in the chapter.

2.13.1 Cool Rationals

by Ivars Peterson

It's curious how some classroom words, activities, or
incidents can stick in your mind for years. I can still re-
call certain grammar rules from lessons long past, for
example. When one of these rules comes into play as
I write, I can remember not only the teacher's words
but also the tone and manner in which the rule was
�rst presented.

One of my more distinct recollections of math class in-
volves the decimal representation of rational numbers
and the discovery of wonderful patterns among those
digits.

Consider the fraction 1 / 7. Expressed as a decimal,
it has the form 0.142857142857. . ., where the digits
142857 are repeated, ad in�nitum . The surprise to
me as a child was learning that the fraction 2 / 7 has
the same decimal digits but in a different order:

0.285714285714. . .

This is also true for

3=7 (0.4285714285714. . .),

4=7 (0.571428571428. . .),

5=7 (0.714285714285. . .),

6=7 (0.857142857142. . .).

To my young mind, that was an amazing, inexplica-
ble pattern – a glimpse into the mysteries of numbers.
What made the thrill of discovery even stronger for me
was how the digits emerged one by one as I laboriously
performed the long division operations needed to get
the answers. There were no calculators in those days,
and it's possible that using a calculator would have
eliminated much of the suspense and surprise.

I was reminded of this scene from my distant past
when I recently saw an article by Francesco Calogero
of the University of Rome “La Sapienza" in the current
issue the Mathematical Intelligencer.

In his report on “cool" irrational numbers and their ra-
tional approximations, Calogero starts off with the ex-
ample of 10 / 81. Expressed in decimals, this fraction
has the value 0.123456790, with these digits endlessly
repeated in the same order. Only the digit 8 is missing
from the sequence. 12

According to Calogero, that defect can be corrected by
subtracting from 10 / 81 a number of order 10 �U9 so as
to change the last two of the �rst nine decimal digits
from 90 to 89. He comes up with the following expres-
sion:

10=81− 10− 9(3340=3267).

In decimal form, it has the value (to 101 decimal
places)

0.1234567891011121314151617181920212223242526

27282930313233343536373839404142434445464748

49505152535455. . .

Remarkable!

Try the fraction 1000 =998001, or (23× 52)=(36× 372).

In decimal form, it has the value (to 100 decimal
places)

0.001002003004005006007008009010011012013014

015016017018019020021022023024025026027028

029030031032033034. . .

In his article, Calogero goes on to provide an expla-
nation for such “numerology" and offers several addi-
tional examples of numbers that display remarkable
patterns when written out in decimal form.

Ah, sweet mystery of rational number!

References

Calogero, F. 2003. `Cool irrational numbers and their
rather cool rational approximations'. Mathematical
Intelligencer 25, No. 4 :72-76.

For a song about positive rational numbers, see
http://www.songsforteaching.com/GuffeePRN.html

12Note the following
∞∑

k =1

k

10k
= 0.12345679012345679012345679012345679. . .

What is the connection? d.o'c.
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2.13.2 IBM Pentium Study, Dec 1994

Many people studied the cause and likelihood of fdiv

errors occurring when using the Pentium I chip. IBM's
study is the easiest to understand.

Summary

IBM Research focused on the likelihood of error on
the Pentium chip in everyday �oating point division
activities. Intel has analyzed the probability of mak-
ing an error based on the assumption that any pos-
sible 64 bit pattern is equally likely to occur in both
the numerator and the denominator. If that were the
case, then the chances of the error would be 1 in 9 bil-
lion. They also estimate that an average spreadsheet
user will perform 1,000 �oating point division per day.
Based on these assumptions, Intel estimates that an
error will be encountered only once in 9 million days
(or once in about 27,000 years).

Our analysis shows that the chances of an error occur-
ring are signi�cantly greater when we perform simula-
tions of the types of calculations performed by �nan-
cial spreadsheet users, because, in this case, all bit pat-
terns are not equally probable.

Probability Tests

We have analyzed a Pentium chip in order to under-
stand the sources of errors and have found that in or-
der for an error to occur, both the numerator and de-
nominator must have certain "bad" bit patterns, as
described below.

First, for the denominator to be “at risk", that is, ca-
pable of producing an error with certain numerators,
it must contain a long string of consecutive 1's in its
binary representation. Although such numbers repre-
sent only a very small fraction of all possible numbers,
they do occur much more frequently when denomi-
nators are created by adding, subtracting, multiplying
or dividing simple numbers. For example, the num-
ber 3.0 represented exactly, does not have that pattern,
but the result of the computation 4.1-1.1 does have
that pattern.

How many denominators produced in this fashion
can be “at risk" that is, capable of producing an er-
ror for certain numerators? When we randomly added
or subtracted ten random numbers having a single
digit dollar amount and two digit in cents, for exam-
ple, $4.57, then one out of every 300 of the results was
“at risk" and hence capable of producing an error. If
we repeated the test with numbers having two digit

dollar amounts and two digits in cents, then one out
of every 2,000 could cause an error. If the denomi-
nator was calculated by dividing two numbers having
one digit to the left and one to the right of the deci-
mal point, then approximately one in every 200 could
cause an error.

For simplicity, suppose that one of every 1000 denom-
inators produced by some calculations was “at risk."

Now, suppose we have created a bad denominator.
What is the chance of now encountering a bad numer-
ator, which will produce an error? It depends on the
actual value of the “at risk" denominator, but based on
our tests, a conservative estimate would be that only
one out of every 100,000 numerators causes a prob-
lem.

Finally, when we combine the chances of a bad nu-
merator and the chances of a bad denominator, the
result is that one out of every 100 million divisions will
give a bad result. Our conclusion is vastly different
from Intel's.

Frequency Tests

We also questioned Intel's analysis and assumption
that spreadsheet users will only perform 1,000 di-
vides in a day. Tests run independently suggest that
a spreadsheet user (Lotus 1-2-3) does about 5,000 di-
vides every second when he is calculating his spread-
sheet. Even if he does this for only 15 minutes a day, he
will perform 4.2 million divides in a day, and accord-
ing to our probability �ndings, on average, a computer
could make a mistake every 24 days. Hypothetically, if
100,000 Pentium customers were doing 15 minutes of
calculations every day, we could expect 4,000 mistakes
to occur each day.

Conclusion

The Pentium processor does make errors on �oat-
ing point divisions when both the numerator and de-
nominator of the division have certain characteristics.
Our study is an analysis based on probabilities and
chances. In reality, a user could face either signi�-
cantly more errors or no errors at all. If an error occurs,
it will �rst appear in the �fth or higher signi�cant digit
and it may have no effect or it may have catastrophic
effects.
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Additional Technical Detail

Some Experiments on Pentium Using Decimal Num-
bers

According to an Intel white paper, if you were to
choose a random binary bit pattern for numerator and
the denominator, the probability of error in divide is
about 1 in 9 billion.

The error occurs when certain divisors (termed “at
risk" or bad) are divided into certain numerators. In
order for the error to occur, our belief is that divisors
must lie in a certain range. For each such denomina-
tor, there is a range of numerator values which pro-
duce an incorrect result.

An example of affected numbers is the decimal con-
stants we hardwire in our programs. For example, if
converting from months to years and we are inter-
ested in 7-8 decimal digits of accuracy, then we can
hard wire a constant to convert from months to years.

� = 1=12 = .083333333

Let us construct a hypothetical example. We have con-
tracted a job which is expected to last 22.5 months.
The total value of the contract is $96000. From this,
tax at the rate of 14 and 2 / 3 percent rate has to be de-
ducted. The taxing authority has de�ned 14 and 2 / 3
percent to be 14.66667. We want to calculate the net
take at a per annum basis. We do the following calcu-
lations.

Tax = 96000*0.1466667= 14080.0032

Net take home money = 96000 - 14080.0032= 81919.9968

The number of years in 22.5 months = 22.5*0.083333333= 1.8749999925 years

Net take home money per annum = 81919.9968/ 1.874999925= $43690.6667

Most machines give the above answer which satis�es
the desired 7-8 digit accuracy criterion. On Pentium,
the answer is $43690.53, which has only 5 correct dig-
its.

In this example, both numerator and denominator are
bad numbers. They are both near some simple inte-
ger boundary in their binary presentation and as you
rightly observed, these numbers occur in real world at
a much higher frequency compared to the totally ran-
dom bit pattern hypothesis.

Probabilistic Analysis

We are addressing the question of how likely it is to
have a bad divisor. On Pentium, a bad divisor belongs
to one of the �ve bad table entries characterized by
1.0001, 1.0100, 1.0111, 1.1010, and 1.1101, followed by
a string of 1's in the mantissa.

We have found that if the string of 1's is of length 20
or so, then it is a bad divisor. Given a bad divisor,
the probability of making an error in the division in-
creases dramatically, compared to the 1 in 9 billion �g-
ure quoted by Intel.

We did some simple experiments using decimal num-
bers and the �ndings are reported below. We counted
only those bad divisors which belong to one of the
above �ve table values, followed by a string of 32
1's. Intel people argue that all binary patterns are
equally likely. If that was really the case, the proba-
bility of �nding a bad divisor, as de�ned above, will be

5/ (2**36) or about one in 13 billion random divisors.
However, we are �nding the probabilities to be much
higher.

Addition / Subtraction of Decimal Numbers

In this experiment, we randomly added or subtracted,
10 uniformly distributed random numbers having one
or two decimal digits (as in dollars and cents) and then
we examined the result for the above binary patterns.
Here are the results for two cases. In the �rst case, we
chose only one digit to the left of decimal (as in $3.47)
and in the second case, we chose two digits to the left
of the decimal (as in $29.56). All the digits were chosen
randomly with uniform probability. In the third case,
we chose one digit to the right of the decimal point
and two digits to the left. The results below give the
number of times the result of this experiment has the
bit pattern corresponding to a bad divisor.

1. Case 1 (one digit to the left, two to the right) —
188 out of 100,000

2. Case 2 (two digits to the left, two to the right) —
45 out of 100,000

3. Case 3 (two digits to the left, one to the right) —
356 out of 100,000

Clearly, these probabilities are much higher than
those obtained with the random bit pattern hypoth-
esis.
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Division Of Two Decimal Numbers

These experiments were conducted through exhaus-
tive tests on all possible digits patterns. Here
(a.b)/ (c.d) represents division of a two digit (one to the
left of the decimal point and one to the right of the
decimal point) number by another two digit number.

Multiplication of Two Numbers

Here we are multiplying a decimal number by another
number which was computed as a reciprocal of an-
other decimal number as in scaling by a constant.

To summarize, for the decimal calculations of the type
given above, the probability of having a result which
falls into the category of being a bad divisor is rather
high. It appears to be somewhere between 1 in 3000 to
1 in 250. Let us say that it is of the order of 1 in 1000.

Furthermore, if the rounding mode corresponds to
truncate, the probability of arriving at bad divisors in-
creases signi�cantly.

The Dependency on Numerator

Given a bad divisor, the divide error occurs for some
range of values of the denominator. If we were to take
a totally random bit pattern for the denominator, the
probability of error appears to be of the order one in
100,000. This is a �rst cut rough estimate and prob-
ably could be improved. It appears that probabilities
are different for different table values. The table corre-
sponding to '1.0001' seems to have the most error. For
numerator also, there are bands of values where the

error is much more likely. Again these bands are more
prominent near whole numbers. For example. if we
were using (19.4 - 10.4) = '9' as a divisor (a bad one),
and you picked a random value between 6 and 6.01,
as the numerator then the chance of error increases to
about one in 1000.

For the purpose of our simplistic analysis, we will use
the �gure of 1 in 100,000 for a bad numerator. This
assumes that we are picking up a random numerator.
Using the value of 1 in 1000 as the probability for a bad
divisor, the overall probability for a 'typical' divide be-
ing incorrect seems to be of the order of 1 in 100 mil-
lions. This is about two orders of magnitude higher
compared to the Intel estimate of 1 in 9 billion.

Probability of a Divide Instruction

Let us assume that a Pentium operating at 90 MHz
does an op in 1.2 cycles on the average. That will
give about 75 Million ops per second of actual com-
pute time. We will use a �gure of 1 divide per 16,000
instructions, even though many estimates suggest a
much higher frequency of divide.

Thus using this conservative estimate of one divide
per 16,000 instructions, we come up at about 4687 di-
vides per second. Let us further assume that a typical
spread-sheet user does only about 15 minutes of ac-
tual intensive computing per day. Then, he is likely to
do 4687*900 = 4.2 million divides per day. Assuming
an error rate of 1 in 100 million, it will take about 24
days for an error to occur for an individual user.

Combine this with the fact that there are millions
of PENTIUM users worldwide, we quickly come to
the conclusion that on a typical day a large number
of people are making mistakes in their computation
without realizing it.

From http://www.ibm.com/Features/pentium.html
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Tally Sticks

The following is from http://en.wikipedia.org/wiki/Tally_sticks

Tally sticks are an ancient mnemonic device (mem-
ory aid) to record and document numbers, quantities,
or even messages. While the origin of this technique
is lost in prehistory, archaeological proof of the exis-
tence of such devices is ample. One of the most fa-
mous ancient artifacts is the so called Ishango Bone.
The oldest known device is the Lebombo bone and is
dated from 35,000 BC. [1] Historical reference is made
by Pliny the Elder (23–79 AD) about the best wood to
use for tallies and Marco Polo (1254–1324) who men-
tions the use of the tally in China.

Principally there are two different kinds of tally sticks,
the single and the split tally.

The single tally stick is an elongated piece of bone,
ivory, wood, or stone which is marked with a system
of notches (see: Tally marks). The single tally stick
serves predominantly mnemonic purposes. Related
to the single tally concept are messenger sticks (e.g.
Inuit tribes), the knotted cords - khipus or quipus - as
used by the Inca. Herodotus (485 (?)–425 BC) reported
the use of a knotted cord by Darius I of Persia (521 (?)–
486 BC). The rosary is a remnant of the technique rep-
resented in the knotted cord.

The split tally is a technique which became common
in medieval Europe which was constantly short of
money (coins) and predominantly illiterate in order to
record bilateral exchange and debts. A stick (squared
Hazelwood sticks were most common) was marked
with a system of notches and then split lengthwise.
This way both of the two halves record the same
notches and each party to the transaction received
one half of the marked stick as proof. Later this tech-
nique was re�ned in various ways and became virtu-
ally tamper proof. One of the re�nements was to make
the two halves of the stick of different lengths. The
longer part was called stock and was given to the party
which had advanced money or (other items) to the re-
ceiver. Hence the word stockholder.

The shorter portion of the stick was called foil
and was given to the party which had received the
funds / goods. Using this technique each of the par-
ties had an identi�able and tamper-proof record of the
transaction. The split tally was accepted as legal proof
in medieval courts and the Napoleonic Code (1804)
still makes reference to the tally stick in Article 1333.
Along the Danube and in Switzerland the tally was still
used in the 20th Century in rural economies.

The most prominent and best recorded use of the split

tally was in medieval England as a tool of the Exche-
quer for the collection of taxes by local sheriffs (tax
farmers “farming the shire”). The split tally of the Ex-
chequer was in continuous use until 1826 (see below
2.13 : The Dangers of Tally Sticks) and the system of
tally marks of the Exchequer is described in The Di-
alogue Concerning the Exchequer (see Literature be-
low) as follows:

"The manner of cutting is as follows. At
the top of the tally a cut is made, the
thickness of the palm of the hand, to rep-
resent a thousand pounds; then a hun-
dred pounds by a cut the breadth of a
thumb; twenty pounds, the breadth of
the little �nger; a single pound, the width
of a swollen barleycorn; a shilling rather
narrower than a penny is marked by a
single cut without removing any wood".

Royal tallies (debt of the Crown) also played an infa-
mous role in the formation of the Bank of England at
the end of the 17th century when these royal tallies –
trading at a hefty discount of up to 60 percent – were
engrafted into the Bank's capital stock .

The tally in various countries is called: Germany:
Kerbstock or Kerbholz / Greece: symbolon / France:
taille or bâtons de taille / Italy: taglie di contrassegno
/ Switzerland: Degen or Alpscheit or Tesslen or Tesseln
or Beigli or Beile or Tessere / Spain: talla or tara or tarja
/ Austria: Raitholz or Rechenholz or Robi(t)sch / Swe-
den: karvstock; Hungary: rovás; Latin: tessera or tallia
or talea.
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The Dangers of Tally Sticks

The following is from http://en.wikipedia.org/wiki/Burning_of_Parliament

The United Kingdom Parliament building burned in
1834. The �re was caused by tally sticks. The account
of this historic event in 1834 is due to the English nov-
elist Charles Dickens, as described in a book by Tobias
Dantzig. Speaking at a conference on governmental
reform, Dickens told how counting devices destroyed
"the halls of government". Long before Dickens' [s]
time, literate clerks of The Exchequer ceased to use
tally sticks. In 1724, treasury of�cials commanded that
tallies no longer be used, but they long remained valid.

Said Dickens:

". . . it took until 1826 to get these sticks
abolished. In 1834 . . . there was a con-
siderable accumulation of them. . . .
[W]hat was to be done with such worn-
out worm-eaten, rotten old bits of wood?
The sticks were housed in Westminster,

and it would naturally occur to any in-
telligent person that nothing could be
easier than to allow them to be car-
ried away for �rewood by the miserable
people who lived in that neighborhood.
However [the sticks were no longer ] use-
ful and of�cial routine required that they
never should be, and so the order went
out that they should be privately and
con�dentially burned. It came to pass
that they were burned in a stove in the
House of Lords. The stove, overgorged
with these preposterous sticks, set �re to
the panelling; the panelling set �re to the
House of Commons; the two houses [of
government ] were reduced to ashes; ar-
chitects were called in to build others;
and we are now in the second million of
the cost thereof."
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